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Abstract of the Dissertation

Models and Operators for Continuous Queries on Data

Streams

by

Yan Nei Law

Doctor of Philosophy in Computer Science

University of California, Los Angeles, 2006

Professor Carlo Zaniolo, Chair

A new generation of data-intensive applications is emerging for managing

and querying information that, rather than residing in databases, flows contin-

uously through the network in the form of massive data streams. Hence, there

is much research work on designing Data Stream Management Systems, and

the approach favored by many research projects consists in extending database

languages and technology for data streams. However, the new computational en-

vironment brings significant research challenges in areas such as query languages,

query processing, and advanced applications.

In this dissertation, we first focus on the limitations of relational languages

in expressing continuous stream queries. A main limitation follows from the fact

that only nonblocking operators can be used in continuous queries, which makes

relational languages incomplete on these queries. To address this problem, we

investigate user-defined aggregates natively defined in SQL itself, and prove that

these make SQL (i) Turing-complete on stored data, and (ii) complete on data

streams. Furthermore, we illustrate the effectiveness of the proposed extensions

on complex applications involving time-series queries, and mining queries.

xv



For advanced applications, we focus on data-stream mining algorithms, which

must now be redesigned to make lighter demands on resources and display greater

adaptability than those on stored data. In this dissertation, we introduce AN-

NCAD, which uses multi-resolution data representation to classify new test points

using the nearest-neighbors principle. The incremental property and very fast

update speed make ANNCAD very suitable for mining data streams. Our ex-

periments show that ANNCAD is adaptive and works well in many applications,

including image recognition and censor surveying.

We then study the problem of stream query processing. We propose a load-

shedding technique for multi-join, calledMSketch, which makes decisions based on

the productivity of tuples, rather than only the content of the joined pair stream.

A thorough study shows that Msketch outperforms other existing algorithms.

Finally, we propose general techniques for optimizing the accuracy of window

aggregates, statistical aggregates and mining queries in the presence of sampling.

Our method incorporates prior knowledge into an error model that is used to

reduce the uncertainty introduced by sampling. We also extend the method to

adjust to concept shifts.

xvi



CHAPTER 1

Introduction

There is a growing research interest in supporting efficiently the processing and

high level queries on continuous data streams. This interest is motivated by

number of advanced applications including financial data analysis, network mon-

itoring, security, sensor networks, web logs, clickstreams, telecommunication data

management and many others.

Some research projects focus on specific application domains. In particular,

Aurora [CCC02] focuses on stream monitoring applications, Niagara [CDT00] fo-

cuses on applications for Internet XML databases, Telegraph [CCD03] focuses on

adaptive engine for sensors, Gigascope [CGJ03] focuses on network applications

including traffic analysis, intrusion detection and network monitoring. Others,

such as STREAM [BBD02], have as objective the design of a general purpose

data stream management system (DSMS).

The solution approach taken by most projects consists of extending database

query languages and data models to support efficiently continuous queries on

stream data. This approach is based on the sound rationale that, since many ap-

plications will span traditional databases and data streams, an unified program-

ming environment will simplify their development. However, in the data stream

model, data is a sequence of items which continuously arrive at a rapid, time-

varying rate. This is different from the model of persistent relations. Moreover,

in traditional database management system, queries are only evaluated when re-
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quests are issued by the users, while in DSMS, we have persistent queries that

are evaluated continuously as data streams that keep arriving. Thus, database

systems and their query languages were designed for persistent data residing on

disks, rather than for transient data flowing through the wires and their enabling

technology must need to be extended and changed to make it suitable for DSMS.

Therefore, in order to provide efficient and effective data stream management

systems, we need to revisit all aspects of database technology and solve research

problems in a number of areas, including:

• Design of data stream query languages.

• Data stream query processing and optimization.

• Operators for data stream queries.

• Algorithms for advanced data stream applications.

In this dissertation, I first focus on studying the limitations of SQL and de-

signing a new data stream query language. Then, I investigate new operators for

data stream queries and the design of new algorithms for mining data streams.

1.1 Emerging Applications

We delve deeply into the problem of designing a DSMS by first overviewing the

motivating applications. Data Stream Management Systems have many applica-

tion areas that are briefly summarized below.

• Online auction. Nowadays, online auction systems, such as eBay, are very

common. In such systems, individual data elements represent the auction

2



activities, such as open item record for auction and bids which are con-

tinuously submitted, and hence form a data stream. Very often, bidders

are interested in queries, such as finding the most recent maximum bid.

Schema and queries for online auction systems have been studied in the

Niagara project [CDT00].

• Network traffic management. In computer networks, it is vital to mon-

itor packet header information and network performance across different

elements such as routers and switches. This involves a large amount of

data that arrive continuously as streams. From such data streams, we may

extract information such as the load on a link in order to optimize the per-

formance of the network. Details of this problem has been discussed in the

STREAM project [MWA03].

• Sensor networks monitoring. In sensor networks, numerous sensors are

put in specific physical locations to continuously collect data of interest.

They generate streams of data which they then pass to the base station

that performs fusion, monitoring and further analysis according to some

schedule. The Telegraph project at Berkeley [CCD03] has discussed the

detailed setting of the wireless sensor networks problems, which was used

to study the nesting habits of birds.

• Military logistics. Command stations must keep track, in real-time, of troop

movements and field conditions in order to issue orders, or send supporting

materials to units in the field. In the other words, communications between

the command station and soldiers are conducted in a data stream manner.

This problem has been studied extensively in the Aurora Project [CCC02].

• Web logs. Large web sites often use multiple distributed web servers. A

3



good clickstream analysis can help the site to monitor its real-time perfor-

mance. The collecting web logs (clickstream) online generate one or several

online streams for further analysis. Moreover, they can be used for some

applications such as personalization and load-balancing.

• Stream Mining. A fast-growing research interest is emerging on learning

data streams. This is motivated by a number of applications that include

trade surveillance for security fraud, network traffic monitoring, power con-

sumption measurement, and stock market trend analysis.

All of the examples above motivate the need for a new model — the data

stream model discussed in the next section.

1.2 State of the Art

1.2.1 Data Stream Model

Conventional databases assume a data model which has static records with no

predefined order. Since datasets have finite size, they can be queried effectively

by managing in the secondary storage, where their records can be randomly

accessed and retrieved as many times as desired. However, these properties no

longer hold in data stream environments. For data streams, different issues must

be addressed, leading to many new research challenges.

A data stream is a real-time, continuous, ordered sequence of entities which

possess the following properties:

• It grows continuously and in nonconstant rate as online entities arrive.

• Its entities are ordered implicity by their arrival time or explicitly by their
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timestamps.

• Since a data stream may have unbounded size, it is infeasible to store the

whole stream for later queries. Hence, the system cannot arbitrarily retrieve

the past records in general.

• Only one sequential scan of data is allowed, rather than random access.

• Blocking operators and unbounded stateful operators must be avoided [BBD02].

• Continuous queries are the predominant class of queries supported by DSMS.

• Real-time or near real-time response is often required upon data arrival.

Sliding Window Many successful DSMSs [CGJ03,LWZ04] model data streams

as append-only bags of ordered tuples (i.e., infinite sequences). A data stream

consists of a large amount of data including past information and recent informa-

tion. In many situations, people may be more interested in recent data, than old

data. For instance, a continuous query for finding the average temperature of last

month only needs temperature readings for the last month and data older than

that can be discarded. This leads to the concept of sliding window. Data Streams

with built-in sliding windows provide a richer model for data stream queries. The

storage space required for a sliding window is much less than that of an entire

stream. Also, the information in the sliding window is the most up-to-date part,

which shows the current trend of a data stream.

An explicit mechanism is required for representing tuples leaving the win-

dows on data streams. Different projects [ABW02,KS05, GO05] have different

approaches of modelling tuples leaving a window. For instance, the relation-to-

stream operators Istream, and Dstream were introduced in [ABW02] to describe

the tuples joining and leaving the window respectively. Another way is to use

5



the approach of ‘negative tuples’ [GO05] to model tuples leaving a window. In

this approach, windows are materialized and explicitly generate a negative tuple

for every expiration and push it into the stream. Then all expirations will be

presented explicitly and the negative tuples are processed by operators as they

were regular tuples (but they also cause the operators to drop tuples from their

current state). We will reexamine this issue in Chapter 2.

Due to all of these unique aspects, modifications of every part of a tradi-

tional Database Management System are needed for DSMS. In the following, we

overview the state of the art and some current projects for DSMS.

1.2.2 Current Data Stream Projects

Data stream management systems represent a vibrant area of current research

[BBD02,CCC02,Bar99,TGN92,CF02,CGJ03,MSH02,Sul96,LPT99,CDT00,CCC02,

GO03a]. In this section we overview some of these projects related to DSMS.

• Aurora The Aurora project is a collaboration between Brandeis Univer-

sity, Brown University, and MIT [CCC02]. Aurora is a general-purpose data

stream manager that is designed and implemented to support efficiently a

variety of real-time monitoring applications. Aurora addresses three broad

application areas: (i) data streams applications that continuously process

the most current data on the state of the environment; (ii) archival applica-

tions on stored data (iii) spanning applications combining and comparing

incoming live data and stored historical data, which require balancing real-

time requirements with efficient processing of large amounts of disk-resident

data. The system fundamentally is a data-flow system with operators and

is monitored by an application administrator. The key components of Au-

rora are (i) the scheduler, which decides the order of executing operators;
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(ii) the storage manager, which stores ordered queues of tuples, and (iii)

the load shedder, which detects and handle overload problems based on the

quality-based priority.

• STREAM The STREAM project [MWA03] developed at Stanford Univer-

sity aims to design an all-purpose relation-based system for DSMS. Query

processing, resource management and approximation for data streams are

reinvestigated and a comprehensive prototype DSMS is implemented. An

SQL-like query language called CQL [ABW02] is proposed for many contin-

uous queries over streams and relations supported by STREAM project. In

CQL, a stream is modeled as an unbounded appended-only bag of elements

<tuple, timestamp> and a relation is a time-varying bag of tuples sup-

porting updates, deletions and insertions. Their semantics for continuous

queries exploits well-understood relational semantics. A continuous query

is implemented by the following three operations: (1) Converting streams

into relations using windowing operators; (2) Performing transformations

on relations using standard relational operators; (3) Converting the trans-

formed relations back into a streamed answer using three relation-to-stream

operators Istream, Dstream and Rstream.

• Telegraph Telegraph [CCD03] is an adaptive dataflow system developed at

UC Berkeley. In such a system, an adaptive query engine is used to process

queries effectively in order to operate robustly in volatile and unpredictable

environment. It is designed for querying streaming data from sensors, logs

and peer-to-peer systems.

• GigascopeGigascope [CGJ03] is a stream database developed at AT&T for

network applications including traffic analysis, intrusion detection, router

configuration analysis, network research, network monitoring, performance

7



monitoring and debugging. Gigascope focuses on the issues of query lan-

guage, system architecture and performance of such a system.

In the following, we overview the main research challenges faced by DSMS.

These include data stream query languages, processing data stream queries and

algorithms for advanced applications.

1.2.3 Data Stream Query Languages

Database query languages were designed for persistent data residing on disks,

rather than for transient data streams flowing through the wires: therefore their

suitability to the new task need to be evaluated critically, and their limitations in

this new role must be addressed. Indeed, the limitations of SQL in this new role

are many and severe. For instance, the ineffectiveness of SQL to express queries on

time series and sequences has been long recognized in the field and inspired much

previous research [SLR94,Ses98,RDR98,PP99,SZZ01,SZA01]. Since data streams

are basically unbounded sequences, the inability of expressing sequence queries

must be viewed as a serious limitation of SQL for continuous queries. Another

well-known problem area for SQL is data mining [HFW96,MPC96,IV99,STA98],

since it is clear that SQL will be at least as ineffective at mining data streams as

it is at mining persistent data. But in reality, the situation is significantly worse

for data streams, for which additional issues arise to further impair the expressive

power of SQL. A key problem is that only nonblocking query operators can be

allowed on data streams [BBD02]. Thus, queries involving traditional aggregates

or constructs such as not in, not exists, all, except cannot be allowed since

they are blocking, i.e., they do not return their results until they have seen the

whole input [BBD02].

Traditional database applications are normally developed by embedding SQL
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queries in procedural languages using cursor-based interface mechanisms. Thus,

the pull-based execution-control model of most procedural languages conflicts

with the push-based model of the DSMS.

In summary, the lack of expressive power and extensibility that were already

serious problems for SQL (as per the sequence queries and data mining queries)

are now made much more severe by data streams, where blocking query operators

are disallowed and the remedy of embedding the SQL queries into a procedural

language is also compromised. Therefore, an in-depth study of this problem and

its possible solutions is much needed and is presented in Chapter 2.

1.2.4 Processing Queries

Many new challenges arise for supporting effectively query processing on data

streams. In the following, we outline some of these challenges and discuss some

new approaches to deal with.

Research Issues for Data Stream Queries

• Unbounded Memory Requirement. To compute an exact answer of a data

stream query, a whole data stream must be stored. However, because the

size of a data stream is potentially unbounded, the amount of required

memory will be unbounded too.

• Slow Response Time. Even if external memory algorithms could handle the

storage memory problem, retrieving a large amount of data to compute an

exact answer would be very time consuming. However, a real time response

is usually an important criterion for continuous queries of data stream ap-

plications. If the latency of the computation (for accessing external memory
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such as disk) is too high, the system cannot handle the new data arrivals

while the old data is still being processed.

This problems have motivated several new techniques for processing data

stream queries.

• Approximate Query Answers and Preserving the Quality of Service. For all

the reasons stated above, finding exact answers can be impractical. Also,

sometimes exact answers may be unnecessary. A high quality approximate

query answer provides the natural solution. In particular, different situa-

tions should have different kinds of quality to consider. In [CCC02], Abadi

et al. introduced the concept of Quality of Service (QoS). In general, QoS is

a multidimensional function of several attributes of a system. These include

response time, tuple drops and application-specific criteria. Users can set

up their own quality priority. The storage decision depends on QoS-based

priority information.

• Sampling. The sampling technique selects some elements for processing

where the size of the selected subset is chosen to satisfy the computation and

storage constraints. Then these samples are used to provide an approximate

answer for queries. The decision of choosing samples depends on the QoS

information.

• Synopses. A second technique constructs some concise statistical syn-

opses to provide summarization information of the data. This can also be

used to reduce storage. This summarization technique includes histograms,

sketches, wavelets and other forms of synopses [DGG02]. An excellent sur-

vey can be found in [BBD02].
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1.2.5 Algorithms for Advanced Applications

Many classical algorithms for advanced applications, such as data mining, were

designed for stored data, rather than data streams, and this situation brings

many new problems. These problems are particular significant in these three

application areas described below.

Data Stream Mining

• Fast Input Rate. Usually elements of data streams arrive at a very fast rate

— for example, thousands of clicks per second in online web analysis. Since

the amount of data is very massive, storing the data for later offline process

is impractical. Hence, algorithms for data stream mining must process each

element quickly in order to avoid overloading.

• Bounded Memory. The amount of data in streams grows continuously.

Only bounded memory is available for storing partial data temporarily.

• Only Single Scan of Data. In most situations, only one pass over data

streams is allowed. Hence, data stream mining algorithms must be designed

so that the data are scanned only once.

• Concept Drift. In some applications, the trend or characteristics of the

data streams may change over time. In this case, a data stream mining

algorithm must be able to accommodate the changes.

The new challenges cited above make the data mining task more difficult.

Classical classification algorithms that work well on traditional databases were

not designed for data streams and need to be replaced or modified to address the

new requirements. The followings are some approaches to deal with them.
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• Incremental Algorithms. Incremental algorithms are needed to deal with

fast incoming records and data sets characterized by concept shifts and

changes in data statistics. These algorithms are designed for updating

the mining result without computing everything repeatedly. For instance,

Domingos et al. [DH00, HSD01] proposed two incremental algorithms for

building a decision tree.

• Approximation. Because of a massive amount of data streams, an approxi-

mate algorithm for data stream mining can save the cost of time and space.

For instance, Nayak et al. [NC01] introduced an algorithm for approximate

association rule mining.

• Adaptivity. Since data streams may have concept changes over time, a

mining algorithm should have a capacity to dynamically adapt to these

changes. An adaptive algorithms can perform well even in volatile and

unpredictable environments. For instance, Chu et al. [CZ04] proposed a

novel boosting ensemble method that easily adapts to concept drift.

Streaming XML Documents The integration of XML and its query lan-

guages into DBMSs represents a fundamental trend for commercial DBMS and a

main topic of recent database research. In contrast with the situation for stored

data, there is not much work yet in integrating the processing of streaming XML

data and relational data streams. A significant amount of current research is

focus on processing XML streams [LP02, FHK03, GOS03, PC03, GS03], but all

the referenced works proposed techniques that are specific to XML data and

XQuery. However, the importance of achieving such an integration is great, as

demonstrated by the vigor with which the same integration for stored data is

currently pursued by DBMS vendors and database researchers. Therefore, there
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is a great potential benefit to begin by developing systems that integrate the

support for XML and relational data streams.

Time Series Analysis Searching for patterns in stored sequences and time

series has been the subject of significant previous research in the database arena

[SZZ01,SZA01,SLR96,SLR95,SLR94]. Relational data streams can basically be

viewed as unbounded sequences, and users who are interested in asking such

queries on ordered relations stored in the database are also interested in asking

similar queries on incoming data streams. Therefore, an effective DSMS should be

capable to support sequence and time-series queries. Unfortunately, little support

is provided by current database technology since sequence and time series queries

are not supported well by SQL. A powerful extension of SQL for time series

queries was proposed in [SZZ01, SZA01] but the optimization techniques there

proposed have to be extended to continuous time-series queries on data streams.

1.2.6 Stream Mill

My current research takes place in the framework of the Stream Mill project

[ZLW] which is been developed by our Web Information Systems Laboratory

(WIS) at UCLA/CS. A main objective of Stream Mill is to overcome the limita-

tions faced by database query languages and techniques in supporting streaming

data, and thus achieve a much broader range of usability and effectiveness in

its application domain than other stream management systems. In particular,

Stream Mill focuses on the following issues: (i) support for typical sequences

queries and data mining queries which SQL does not support, (ii) the loss of

expressive power due to the fact that blocking operators are no-longer usable on

data streams— further reducing the limited expressive power of SQL, and (iii)
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many applications use streaming XML data, rather than relational data streams.

We are developing the enabling technology to overcome these problems. In partic-

ular, Stream Mill supports queries on sequences and ordered data, since they are

needed on data streams as much as they are on stored sequences. Also, Stream

Mill supports queries on data mining (e.g., Decision Tree, DB-Scan) efficiently.

Moreover, Stream Mill compensates for the loss of expressive power caused by

blocking query operators, through powerful new operators that are nonblocking,

such as the continuous UDAs of ATLaS. We also exploring techniques for replac-

ing blocking operators with nonblocking ones when these are used in expressing

blocking queries. Finally, Stream Mill unifies the processing of relational streams

and XML streams–much in the same way in which research prototypes and com-

mercial DBMSs are now moving to unify the management of relational data and

XML data. My focus in this project is the analysis and design of languages for

continuous stream queries. I am also investigating techniques for data stream

approximation and data mining.

1.3 Dissertation Outline

In Chapter 1, we have given a general overview of the DSMS research, beginning

with motivating examples of DSMS and some unique properties of the data stream

model. Then, we overview the state of the art and research challenges for this

task and some new approaches to deal with them. Review of some current data

stream projects were also given.

In the following four chapters, we will focus on discussing our contributions in

this area. In Chapter 2, we study the limitations of SQL for DSMS and introduce

an extension of SQL, which is user-defined aggregates (UDAs) extension natively

coded in SQL. We show that this extension can effectively solve the limitations
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of SQL in DSMS. In Chapter 3, we propose an effective classification method

for data streams using multi-resolution techniques. In Chapter 4, we introduce

a load shedding technique for computing approximate multiple streams joins.

In Chapter 5, we introduce a quality enhancement method for improving the

approximate aggregate answers in the presence of sampling.

We conclude in Chapter 6 with a summary of our contributions.
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CHAPTER 2

Expressive Power of Relational Languages for

Continuous Queries on Data Streams

2.1 Introduction

Data stream management systems represent a vibrant area of research [BBD02,

Bar99,TGN92,CF02,CGJ03,MSH02,Sul96,LPT99,CDT00,CCC02,GO03a]. The

solution approach taken by most projects consists of extending database query

languages and data models to support efficiently continuous queries on stream

data. This approach and is based on the sound rationale that, since many

applications will span traditional databases and data streams, an unified pro-

gramming environment will simplify their development. Nevertheless, database

query languages were designed for persistent data residing on disks, rather than

for transient data flowing through the wires. Therefore, their suitability to

the new task must be reevaluated critically, and we must be prepared to ad-

dress the limitations that impair their effectiveness in this new role. Indeed,

we find that such limitations are many and severe as illustrated by the case

of SQL. The ineffectiveness of SQL to express queries on time series and se-

quences has been long recognized in the field and inspired much previous re-

search [SLR94,Ses98,RDR98,PP99,SZZ01,SZA01]. Since data streams are basi-

cally unbounded sequences, the inability of expressing sequence queries must be

viewed as a serious limitation of SQL for continuous queries. Another well-known
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problem area for SQL is data mining [HFW96,MPC96, IV99,STA98], since it is

clear that SQL will be at least as ineffective at mining data streams as it is at

mining persistent data. But in reality, the situation is significantly worse for data

streams, for which additional issues arise to further impair the expressive power

of SQL. One is that queries involving traditional aggregates or constructs such as

not in, not exists, all, except cannot be allowed since they are blocking,

i.e., they do not return their results until they have seen the whole input [BBD02].

Only nonblocking query operators can be allowed on data streams [BBD02], and

this reduces expressive power of the language. In this chapter, we will provide

a formal characterization of the blocking operators and of the loss of expressive

power which is connected with the loss of such operators in continuous queries.

We begin by proving that all monotonic queries, and only those, can be expressed

using nonblocking computations, and then show that as relational algebra (RA)

and SQL are not complete for nonblocking queries, since they can only express

some monotonic queries by using blocking operators (which must be disallowed

on data streams). This loss of expressive power is further aggravated by the fact

that, in traditional databases, more complex applications are developed by em-

bedding SQL queries in procedural language programs, whereby computations

that cannot be easily expressed in SQL would therefore be written in the pro-

cedural program. As explained in Section 2.4.2, this solution loses much of its

power in DSMS since these support a push-based computation model instead of

the pull-based computation model of traditional DBMS.

The compounding of the traditional SQL problems with the new ones sug-

gests that extensions that can boost the expressive power of database query

languages represent a key research problem in supporting continuous queries on

data streams. Therefore, in this chapter, we propose a general and robust solution

based on user-defined-aggregates (UDAs) natively written in SQL itself. Indeed
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we prove that this extension turns SQL into a language that is Turing-complete

for blocking computations, and also complete for non-blocking ones. The theoret-

ical power of this extension is matched by its practicality, since SQL so extended

can concisely and efficiently express complex queries including sequence queries

and mining queries on data streams as illustrated by several examples in the

chapter.

The chapter is organized as follows. In the next section, we survey several data

models for sequences and streams. In Section 2.3, we study nonblocking query

operators and prove that they are equivalent to monotonic query operators—a re-

sult that allows us to analyze the loss of expressive power caused by the exclusion

of the blocking operators, a guide in the search of new ones. Thus, in Section 2.4,

we show the incompleteness of relational query languages with respect to mono-

tonic operators. In Section 2.5, we introduce a native extensibility mechanism

for SQL based on UDA that is source of great expressive power and suitable to

express computations on data stream and sequence queries. Also, this extension

is Turing Complete—the result proven in Section 2.6. In Section 2.7, we prove

completeness w.r.t. the functions computable by nonblocking computations. In

Section 2.8, we briefly discuss data stream models that are semantically richer

and show that they can be emulated using append-only relations and UDAs.

Section 2.9 concludes the chapter.

2.2 Related Work

Rather than trying to cover the large body of interesting previous work on data

streams, including [BBD02,Bar99,TGN92,CF02,CGJ03,MSH02, Sul96, LPT99,

CDT00,CCC02,GO03a], we will refer our reader to two previous surveys [BBD02,

GO03a], and just focus on papers covering blocking operators, data model, and
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query power, and other issues that are directly relevant to the discussion of this

chapter.

The Tapestry project was the first to model data streams as append-only

databases supporting continuous queries [TGN92]. The problem of blocking op-

erators was also identified in [TGN92], where strategies were suggested for over-

coming this problem for monotonic queries. Indeed the close relationship between

monotonicity and nonblocking queries has been understood for a long time, how-

ever as far as we know, there has been no previous attempt to prove or formalize

this relationship. For instance, two excellent survey papers [BBD02, GO03a]

clearly note the relationship, but make no statement to the fact that queries

expressible by nonblocking operators are exactly the monotonic queries—more

remarkably this property is not even mentioned as a ‘folk theorem’, or a formal

conjecture. Even the work [TMS03] that focuses on overcoming the problems

caused by blocking operators using punctuated data streams has not pursued

their formal characterization. In [TMS03], the data stream is modelled as an

infinite sequence of finite lists of elements. Then the punctuation marks can be

viewed as predicates on stream elements that must evaluate to false for every

element following the punctuation. Note that a punctuation is an ordered set

of patterns which indicates what should be output and stored for future uses

and when it should be output. Then a stream iterator is proposed that accessing

the input incrementally, outputting the results as another punctuated stream and

storing the state, based on the punctuation of the input elements. To achieve this,

a unary stream iterator is defined as five components (inital state, step,

pass, prop, keep), where inital state is the iterator state before any tuple

arrives, step is a function that takes new tuples and a current state and out-

put new tuples and a modified state and pass, prop, keep are three behavior

functions that take punctuation marks and state as input and returns additional
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outputs tuples, output punctuation, and a modified state. Clearly, the structure

of unary stream iterators is similar to that User-Defined Aggregates (UDAs),

which are very versatile and can also deal with punctuation.

UDAs defined in procedural languages, are also supported in the DSMS Au-

rora [CCC02], where they can be used for more complex queries that are hard

to express using the basic Aurora algebra cum UI that contains the following

operators: Filter, Map, Union, Bsort, Aggregate, Join, Resample [CCC02].

In this chapter, we model data streams as append-only bags of ordered tuples

(i.e., infinite sequences); this is the basic data model adopted by many successful

DSMS [CGJ03,LWZ04]. An assortment of semantically richer models have also

been proposed in the literature starting with CQL [ABW02, MWA03], which

engrafts windows onto this basic representation, and introduces concepts such as

Istream, and Dstream to describe the tuples joining and leaving the window.

Theoretical treatments of these richer data stream models have elucidated their

temporal aspects [KS05] and the relational algebra extensions needed to support

them [GO05]. The approach presented in this chapter instead begins by (i)

retaining the Spartan simplicity of append-only relations and (ii) proposing a

rigorous analysis of the problems incurred by relational query languages when

used on data streams, along with a general solution of these problems in the form

of UDAs. Then, toward the end of the chapter, we will briefly reexamine the

issue of richer data models: in Section 2.8 we show that the extended expressive

power brought by UDAs make it easy to support these richer data stream models

within the basic semantic framework of append-only relations.

The reason for focusing first on expressive power issues is explained in Section

2.4.2 where we examine the impact of the expressive power impairments suffered

by relational query languages: this problem is already manifest in traditional
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DB applications, but it is much aggravated on data streams where only non-

blocking queries can be allowed [BBD02]. Therefore, our first task is to provide

a precise theoretical characterization for non-blocking queries, and then use this

formalization to characterize the loss of query power thus incurred by relational

query languages. This is the topic of the next section.

2.3 Nonblocking Query Operators

We can now formalize the notion of sequences as a bridge between database

relations and streams. Sequences consist of ordered tuples, whereas the order

is immaterial in relational tables. Streams are sequences of unbounded length,

where the tuples are ordered by, and possibly time-stamped with, their arrival

time. An open problem in this line of research is to find what generalizations of

the relation data model, algebra, and query languages are needed to deal with

sequences and streams [BBD02]. In this section, we will characterize:

• The blocking/nonblocking properties of operators independent of the lan-

guage in which they are expressed, and

• The abstract properties of stream functions expressible by blocking/non-

blocking operators.

According to [BBD02] ‘A blocking query operator is a query operator that is

unable to produce the first tuple of the output until it has seen the entire input.’

In an operational reading of this definition ‘until it has seen the entire input’ will

be taken to mean ‘until it has detected the end of the input’. For instance, the

traditional aggregates in SQL never produce any tuple until they have seen the

last input tuple: thus these are blocking operators. Since continuous queries must

return answers without waiting for tuples that will arrive in the future, blocking
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operators are not suitable for stream processing [BBD02]. Nonblocking operators

are instead suitable for stream processing. We can now define nonblocking opera-

tors, as follows (the opposite of the statement used to define blocking operators):

‘A nonblocking query operator is one that produces all the tuples of the output be-

fore it has detected the end of the input.’ Here we have discussed operators that

are either blocking or nonblocking; but the case of partially blocking operators is

also possible, although less frequent in practice. For instance, an online average

aggregate that returns results during the computation but also the final result at

the end is partially blocking. To characterize the properties of stream operators

we will first formalize the notion of sequences, and computation on sequences.

Definition 2.1 Sequence: Let t1, . . . , tn be tuples from a relation R. Then, the
list S = [t1, . . . , tn] is called a sequence, of length n, of tuples from R. The empty
sequence is denoted by [ ]; [ ] has length 0.

Observe that the tuples t1, . . . , tn in the sequence are not necessarily distinct. We

will use the notation t ∈ S to denote that, for some 1 ≤ i ≤ n, ti = t.

Definition 2.2 Presequence: Let S = [t1, . . . , tn] be a sequence and 0 < k ≤ n.
Then, t1, . . . , tk is the presequence of S of length k, denoted by Sk. [ ] is the
zero-length presequence of S.

Definition 2.3 Partial Order: Let S and L be two sequences. Then, if for some
k, Lk = S we say that S is a presequence of L and write S v L. If k < n, we
say that S is a proper presequence of L and write S @ L.

Given a relation R, v is a partial order (reflexive, transitive, and antisymmet-

ric) on sequences of tuples from R. We can now consider operators that take

sequences (streams) as input and return sequences (streams) as output. For in-

stance consider an operator G that takes a sequence S as input and produces a

sequence G(S) as output:

S −→ G −→ G(S)
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G operates as an incremental transducer, which for each new input tuple in S,

adds zero, one, or several tuples to the output. At step j, G consumes the j th

input tuple and produces any number of tuples as output. But rather than focus-

ing on the new output produced at step j, we will concentrate on the cumulative

output produced up to and including step j. Thus, let Gj(S) be the cumulative

output produced up to step j by our operator G presented with the input se-

quence S. Gj(S) is a sequence whose content and length depend on G, j and S.

Consider, for instance, a sequence of length n, i.e., S = Sn. If G is a traditional

SQL aggregate, such as sum or avg, then Gj(S) is the empty sequence for j < n,

while, for j = n, Gj(S) contains a single tuple. However, if G is the continuous

count (continuous sum), defined as follows: for each new tuple, G returns the

count of tuples (sum of a particular column) of the tuples seen so far—i.e., of S j,

then, by definition, Gj(S) v Gk(S), for j ≤ k — i.e., the output produced till

step j is a presequence of that produced till step k. A null operator N is one

where N(S) = [ ] for every S. We now have the following definitions:

Definition 2.4 A non-null operator G is said to be

• blocking, when for every sequence S of length n, Gj(S) = [ ] for every
j < n, and Gn(S) = G(S)

• nonblocking, when for every sequence S of length n, Gj(S) = G(Sj), for
every j ≤ n.

Therefore, a blocking operator is one that does not deliver any tuple in the output

until the final input tuple. Instead, a nonblocking operator is one that performs

the computation incrementally, i.e., the cumulative output at step j < n (for an

input sequence S of length n), can be computed by simply applying G to the

presequence Sj. Partially blocking operators are those that do not satisfy either

definition, i.e., those where, for some S and j:

[ ] @ Gj(S) @ G(Sj).
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We would like now to elevate our abstraction level from that of operators and

programs to that of mathematical functions. We ask the following question: what

are the functions on streams that can be expressed by nonblocking operators?

There is a surprisingly simple answer to this question:

Proposition 2.1 A function F (S) on a sequence S can be computed using a
nonblocking operator, iff F is monotonic with respect to the partial ordering v.

Proof: Say that Sj v Sk, i.e., Sj is a presequence of Sk, and j ≤ k. Let G

be a nonblocking computation on S. Then G(Sj) = Gj(Sj) = Gj(Sk), where

Gj(Sk) v Gk(Sk) = G(Sk). Thus ‘nonblocking’ implies ‘monotonic’. Vice versa,

say that we have a monotonic function F (S) that can be computed by an operator

G(S). IfG is nonblocking, the proof is complete. Otherwise, consider the operator

H(S) defined as follows: H j(Sn) = Gj(Sj). We have that H(S) = G(S) and H

is nonblocking. QED.

Streams are infinite sequences; thus only nonblocking operators can be used to

answer queries on streams. We have now discovered that a query Q on a stream

S can be implemented by a nonblocking query operator iff Q(S) is monotonic

with respect to v. The traditional aggregate operators (max, avg, etc.) always

return a sequence of length one and they are all nonmonotonic, and therefore

blocking. Continuous count and sum are monotonic and nonblocking, and thus

suitable for continuous queries.

Order! In this section we have considered physically ordered relations, i.e., those

where only the relative positions of tuples in sequence are of significance. In the

next section, we will consider unordered relations, i.e., the traditional database

relations, that we will call Codd’s relations. Later, we will study logically ordered

relations, i.e., sequences where the tuples are ordered by their timestamps or
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other logical keys. All three types of relations are important, since each type is

needed in different applications and they have complementary properties.

For instance, the OLAP functions of SQL:1999 can compute the average of

the last 100 tuples in the sequence (physical window). Besides OLAP functions,

aggregates, such as continuous sum, and online average [HHW97], are dependent

on the physical order of relations. The physical order model is conducive to great

expressive power, but cannot support binary operators as naturally as it does for

unary ones. For instance, in SQL the union of two tables T1 and T2 is normally

implemented by first returning all the tuples in T1 and then all the tuples in T2.

The resulting operator, is not suitable for continuous queries, since it is partially

blocking (and nonmonotonic) with respect to its first argument T1 (since tuples

from T2 cannot be returned until we have seen the last tuple from T1). These

issues can either be resolved by using Codd’s relations (next section) or logically

ordered relations, discussed in Section 2.7.

2.4 Unordered Relations, Relational Algebra, and SQL

Codd’s relational model views relations as sets of tuples where the order is imma-

terial (commutativity property). In these relations duplicates are disallowed via

candidate keys (or, duplicates can be simply disregarded as via the idempotence

property). Thus relations are sets ordered by set containment, ⊆. For Codd’s

relations the notions ⊆ and v coincide. (Indeed v always implies ⊆; moreover,

if R1 ⊆ R2, then R2 can be arranged as a presequence identical to R1 followed

by the remaining tuples in R2 − R1, if any.) Therefore we have the following

theorem:

Proposition 2.2 A unary query operator on Codd’s relations is nonblocking iff
it is monotonic w.r.t. ⊆.
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Since we are only interested in deterministic queries, the only operators that

are legal on Codd’s relations are those that deliver the same results for any order

in which the tuples are arranged in the table—also independent of duplicates if

these are present. (Of course, ‘same results’ here means results that are equal

in terms of set equality.) For instance, the select and project operators of rela-

tional algebra, traditional aggregates and continuous count are legal operators

on Codd’s relations, since their results do not depend on the order of tuples.

However, continuous sum, or continuous averages, is not a valid operator on a

Codd’s relation since it produces results that depend on the order in which the

tuples are arranged (if they are not identical).

Union and Cartesian product are monotonic with respect to set containment

and amenable to nonblocking implementations. Set difference R − S is instead

antimonotonic and blocking with respect to its second argument. In fact no result

can be returned for R − S until the last tuple of S is known. Therefore, query

operators such as R − S should be avoided in expressing continuous queries on

a data streams S. We explore the crippling effects of this limitation in the next

section.

2.4.1 Relational Algebra

A complete set of operators for relational algebra consists of the following op-

erators: RA = {∪, ./, σ,Π,−}. The monotonic (i.e., nonblocking) operators of

relational algebra will be denoted NB-RA, where NB-RA = {∪, ./, σ,Π}.

The class of queries expressible by RA (and many equivalent query languages)

is called FO queries [AHV95]. Let NB-FO denote the monotonic queries in FO.

But some monotonic functions in FO are expressed using set difference, an op-

erator not in NB-RA. For instance, the intersection of two relations R1 and R2,
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a monotonic operation, can be expressed as: R1 ∩ R2 = R1 − (R1 − R2). On

the other hand intersection is in NB-RA, since it can also be expressed as the

natural join of its operands. But the conclusion is different for the coalesce and

until queries discussed next.

Coalesce and Until We have a temporal domain, closed to the left and open

to the right, which we will represent using nonnegative integers, originating at

zero. (While examples are simpler with integers, any totally ordered temporal

domain will do as well.) We use predicate p(I, J) , with I < J, to denote that

the property p holds from point I, included, till point J, excluded. Thus, we use

intervals closed to the left and open to the right. Our database consists of an

arbitrary number of p facts, and of some q facts that use a similar interval-based

representation. Then, the temporal-logic query p Until q is true when there exists

a q(I, J) where p holds for every point before I. This query can be expressed in

several ways [Boh94,Cel95,RAB93]. Example 2.1 expresses it using non-recursive

Datalog rules, that first coalesce the p intervals and then check if there is any

interval that spans from 0 to the beginning of some q (second rule).

The bottom rule in Example 2.1 defines cep(K) to hold for the ‘covered end

points’ of intervals: i.e., when K is the endpoint of some interval that is contained

in some other interval p(I, J). The next rule from the bottom defines broken

intervals as follows: broken(I1, J2) holds true if (i) I1 is the start-point of some

interval, (ii) J2 is the endpoint of an interval to its right, and (iii) there is a

break point between the two in the form of the endpoint K that is not covered,

i.e., ¬cep(K). This break excludes (I1, J2) from the coalesced intervals. Indeed,

the third rule from the bottom defines coalesced intervals as those that satisfy

conditions (i) and (ii), but are not broken.
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Example 2.1 Until (pUq) & Coalesce (coalscp)

pUq(yes)← q(0, J).
pUq(yes)← coalscp(0, I), q(J, ), I ≥ J.

coalscp(I1, J2)← p(I1, J1), p(I2, J2), J1 < J2,

¬broken(I1, J2).
broken(I1, J2)← p(I1, J1), p(I2, J2), p( , K),

J1 ≤ K, K < I2,¬cep(K).
cep(K)← p( , K), p(I, J), I ≤ K, K < J.

The safe non-recursive Datalog program of Example 2.1 can be translated

into an RA expression on the two relations P and Q, representing, respectively,

the p facts and the q facts. The resulting RA expression uses set difference to

implement negation. This program and its RA equivalent defines the two queries

pUq and coalscp, the first on P and Q and the second on P only. We will refer

to them as the coalesce query and the until query, and observe that they are

monotonic. Indeed, as we add new intervals to P, we obtain all the old intervals

in coalscp and possibly some new ones. For pUq, as we add new intervals to P

and/or Q, the answer could change from an empty set to a singleton set containing

‘yes’ but never the other way around.

However, while the coalesce query and the until queries are in NB-FO, they

cannot be expressed in NB-RA:

Proposition 2.3 The coalesce and until queries cannot be expressed in NB-RA.

Proof Sketch: Let P be the table containing the intervals to be coalesced. By

selection and projection on the Cartesian product of P with itself n − 1 times,

we can express the coalescing of up to n intervals from P. But P can contain an

arbitrary number of intervals. ¤

Meanwhile, we observe that this problem can be solved using NB-RA with

recursion. Here is a solution:
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pUq(yes)← q(0, J).
pUq(yes)← coalscp(0, I), q(J, ), I ≥ J.

coalscp(I, J)← p(I, J).
coalscp(I1, J2)← coalscp(I1, J1), coalscp(I2, J2),

J1 ≥ I2.

NB-SQL We next consider NB-SQL, i.e., the nonblocking subset of SQL-2 that

can be used for writing queries on data streams. We need to exclude nonmono-

tonic constructs, such as except, not exist, not in and all. Moreover all

the standard SQL-2 aggregates, must be left out because they are blocking. The

surprising conclusion is that expressive power of NB-SQL is the same as NB-

RA, although SQL can express more monotonic queries than RA. In fact, some

queries expressed using aggregates are monotonic. For instance, Example 2.2,

below, computes from empl(EmpNo, Sal, DeptNo) all the departments where the

sum of employee salaries exceeds a given constant C.

Example 2.2 Departments where the sum of employee salaries exceeds C. As-
sume Sal > 0.

SELECT DeptNo
FROM empl
GROUP BY DeptNo

HAVING SUM(empl.Sal) > C

This is obviously a monotonic query, insofar as the introduction of a new

empl can only expand the set of departments that satisfy this query; however

this sum query cannot be expressed without the use of aggregates. The problem

of the blocking SQL queries has long been recognized by data stream researchers,

who have proposed the use of devices such as punctuation [TMS03] and win-

dows [MWA03] to address this problem. While these approaches deal effectively

with important aspects of the problem, they do not solve the expressivity prob-

lems discussed so far. For instance, punctuation and windows cannot be used

29



to implement queries of Example 2.1 or Example 2.2 unless some external con-

straints can be used to turn these blocking queries into nonblocking queries (such

as, bounds on the maximum number of employees in a department). One ap-

proach to remedy these problems consists in allowing the programmer to use

nonmonotonic constructs but exclusively to write monotonic queries. Then, the

queries of Example 2.1 or Example 2.2 will be allowed and the loss of expressive

power is avoided. Unfortunately, this approach is practically attractive only if the

compiler/optimizer is capable of recognizing monotonic queries, and thus warning

the user when a certain query is blocking and thus cannot be used as a continuous

query. Unfortunately, deciding whether a query is monotonic can be computa-

tionally intractable and can also depend on information, such as empl.Sal > 0,

which is obvious to the user but not the optimizer.

2.4.2 The Expressive Power Issue

A practical solution approach must go beyond solving problems caused the exclu-

sion of blocking operators since this is but one of the expressive power problems

inflicted upon SQL by data streams. To illustrate this point, let us consider the

old DB practice of embedding SQL into a procedural language program where

the application logic that can not be expressed in SQL can then be easily imple-

mented. In this approach cursors and get-next constructs, are used to express a

pull-based computation model that loses much of its effectiveness in the push-

based environment of data streams. In a DSMS, the answer tuples generated by

the continuous queries must be pushed to the output buffers at once, and the

DSMS cannot wait for get-next requests from an embedding procedural applica-

tion. Datablades [Tec94] (AKA database extenders and many other names) are

library of external functions used in OR-DBMS to extend their power and ability

to support new applications. These functions often use large objects (BLOBs
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and CLOBs) to exchange data with SQL: for instance, a whole sequence could be

encoded as a BLOB and shared between the database and the datablade. This

solution is less suitable for data streams, where the computation must proceed

continuously in small increments—e.g., by processing each new tuple in the se-

quence, rather than having to wait for the sequence to be assembled into a BLOB.

Indeed, unlike in OR DBMS, datablades have not played an important role as an

extension mechanism for DSMS.

Given the old problems that SQL experienced with sequence queries and min-

ing queries, and the new ones introduced by data streams, the best solution is

to introduce new operators that extend the NB-power of the query language.

For instance, a natural extensions could be to add least fixpoint (LFP) oper-

ators to relational algebra, or equivalently, recursion constructs could be used

in SQL [AHV95]. LFP operators and recursive constructs are monotonic and

they extend the power of RA or SQL to enable the expression of all DB-PTime

queries [AHV95]. However, it is not clear whether NB-RA+LFP, or NB-SQL

with recursion, areNB-DB-PTime complete—i.e. capable of expressing all mono-

tonic queries in DB-PTime. Although the coalesce and until query can be easily

expressed in NB-RA+LFP, we do not have a general answer for this interesting

theoretical question. We will leave this question for later investigations, since it is

not of urgent practical importance, given that, in the past, recursive SQL queries

have not proven very useful for sequence queries and mining queries. In this

chapter, we instead pursue a very practical approach based of monotonic user-

defined aggregates that deliver much higher levels of expressive power, not only in

theory, but also in practice, as demonstrated in applications such as punctuated

data streams, sequence queries, and mining queries.
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2.5 User-Defined Aggregates

User Defined Aggregates (UDAs) are important for decision support, stream

queries and other advanced database applications [CCC02,LTW05,CGJ03]. AT-

LaS [WZ03] and ESL [LTW05] adopt from SQL-3 the idea of specifying a new

UDA by an INITIALIZE, an ITERATE, and a TERMINATE computation; however,

ATLaS and ESL let users express these three computations by a single procedure

written in SQL—rather than by three procedures coded in procedural languages

as prescribed by SQL-31. Example 2.3 defines an aggregate equivalent to the

standard avg aggregate in SQL. The second line in Example 2.3 declares a local

table, state, where the sum and count of the values processed so far are kept.

Furthermore, while in this particular example, state contains only one tuple, it

is in fact a table that can be queried and updated using SQL statements and

can contain any number of tuples. These SQL statements are grouped into the

three blocks labeled, respectively, INITIALIZE, ITERATE, and TERMINATE. Thus,

INITIALIZE inserts the value taken from the input stream and sets the count to

1. The ITERATE statement updates the tuple in state by adding the new input

value to the sum and 1 to the count. The TERMINATE statement returns the

ratio between the sum and the count as the final result of the computation by

the INSERT INTO RETURN statement2. Thus, the TERMINATE statements are

processed just after all the input tuples have been exhausted.

Example 2.3 Defining the standard AVG

AGGREGATE myavg(Next Int) : Real
{ TABLE state(tsum Int, cnt Int);

INITIALIZE : {
INSERT INTO state VALUES (Next, 1);

1Although UDAs have been left out of SQL:1999 specifications, they were part of early
SQL-3 proposals, and supported by some commercial DBMS.

2To conform to SQL syntax, RETURN is treated as a virtual table; however, it is not a
stored table and cannot be used in any other role.
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}
ITERATE : {

UPDATE state
SET tsum=tsum+Next, cnt=cnt+1;

}
TERMINATE : {

INSERT INTO RETURN
SELECT tsum/cnt FROM state;

}
}

Observe that the SQL statements in the INITIALIZE, ITERATE, and TERMI-

NATE blocks play the same role as the external functions in SQL-3 aggregates.

But here, we have assembled the three functions under one procedure, thus sup-

porting the declaration of their shared tables (the state table in this example).

This table is allocated just before the INITIALIZE statement is executed and deal-

located just after the TERMINATE statement is completed. This approach to

aggregate definition is very general. For instance, say that we want to sup-

port tumbling windows of 200 tuples [CCC02]. Then we can write the UDA of

Example 2.4, where the RETURN statements appear in ITERATE instead of TER-

MINATE. The UDA tumble avg, so obtained, takes a stream of values as input

and returns a stream of values as output (one every 200 tuples). While each

execution of the RETURN statement produces here only one tuple, in general, the

UDA can return several tuples. Also observe that UDAs are allowed to declare

local tables and apply arbitrary select and update actions on these tables, in-

cluding the use of built-in and user-defined aggregates (possibly in a recursive

fashion) [WZL,LTW05].

Thus UDAs operate as general stream transformers. Observe that the UDA

in Example 2.3 is blocking, while that of Example 2.4 is nonblocking. Thus,

nonblocking UDAs are easily and clearly identified by the fact that their TERMI-

NATE clauses are either empty or absent. The typical default implementation for
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SQL aggregates is that the data are first sorted according to the GROUP-BY at-

tributes: thus the very first operation in the computation is a blocking operation.

Instead, ESL uses a (nonblocking) hash-based implementation for the GROUP-BY

(or PARTITION-BY) calls of the UDAs [LTW05]. The semantics of UDAs therefore

is based on sequential execution whereby the input sequence or stream is pipelined

through the operations specified in the INITIALIZE and ITERATE clauses: the only

blocking operations (if any) are those specified in TERMINATE, and these only

take place at the end of the computation.

Example 2.4 AVG on a Tumble of 200 Tuples

AGGREGATE tumble avg(Next Int) : Real
{ TABLE state(tsum Int, cnt Int);

INITIALIZE : {
INSERT INTO state VALUES (Next, 1)}

ITERATE: {
UPDATE state

SET tsum=tsum+Next, cnt=cnt+1;
INSERT INTO RETURN

SELECT tsum/cnt FROM state
WHERE cnt % 200 = 0;

UPDATE state SET tsum=0, cnt=0
WHERE cnt % 200 = 0

}
TERMINATE : { }

}

UDAs can be called and used in the same way as any other built-in aggregate.

For instance, say that we are given a stored sequence (or an incoming stream) of

purchase actions:

webevents(CustomerID, Event, Amount, Time)

Since UDAs process tuples one-at-a-time (as the cursor mechanism used by

programming languages to interface with SQL) they dovetail with the physically-

ordered sequence model, and can also express well the search for pattern in se-
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quences. Say for instance that we want to find the situation where users, imme-

diately after placing an order, ask for a rebate and then cancel the order. Finding

this pattern in SQL requires two selfjoins to be computed on the incoming stream

of webevents. In general recognizing the pattern of n events would require n− 1

joins and queries involving the joins of many streams can be complex to express

in SQL, and also inefficient to execute. Also the notion that a tuple must imme-

diately follow another tuple is complex to formulate in SQL. UDAs can be used to

solve these problems. For instance, say that we want to detect the pattern of an

order, followed a rebate, and then, immediately after that a cancellation. Then

the following nonblocking UDA can be used to return the string ‘pattern123’ with

the CustomerID whose events have just matched the pattern (the aggregate will

be called with the group-by clause on CustomerID). This UDA models a finite

state machine, where 0 denotes the failure state, which is set whenever the right

combination of current-state and input is not observed. Otherwise, the state is

first set to 1 and then advanced till 3, where ‘pattern123’ is returned, and the

computation continues.

Example 2.5 First the order, then the rebate and finally the cancellation

AGGREGATE pattern(Next Char) : Char
{ TABLE state(sno Int);

INITIALIZE : {
INSERT INTO state VALUES(0);
UPDATE state SET sno = 1

WHEN Next=‘order’;}
ITERATE: {

UPDATE state SET sno = 0
WHERE NOT(sno = 1 AND

Next = ‘rebate’)
AND NOT(sno = 2 AND Next = ‘cancel’)
AND Next <> ‘order’

UPDATE state SET sno = 1
WHERE Next=‘order’;

UPDATE state SET sno = sno+1
WHERE (sno = 1 AND Next = ‘rebate’)

OR(sno = 2 AND Next = ‘cancel’)
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INSERT INTO RETURN
SELECT ‘pattern123’ FROM state
WHERE sno = 3;}

}

Very often, the input order of sequence elements is the same as their pro-

duction order — this fits the design of UDAs naturally. In [SLR94], Seshadri

et al. showed an example of query that asks for the 3-day average of the close

of IBM stock values when the value of DEC is greater than that of HP. In the

following example, the UDA only needs to store the last three-day values for IBM

and compares the values of DEC and HP to see whether the average should be

output. Note that it is easy to generalize the expression using UDA to compute

n-day average using state to store last n-day values of IBM.

Example 2.6 3-day average for IBM when DEC>HP

AGGREGATE 3DayAve(ibm Real, dec Real, hp Real) : Real
{ TABLE state(st Int, nd Int, rd Int, tcnt Int);

INITIALIZE : {
INSERT INTO state VALUES (0, 0, ibm, 1)}
INSERT INTO RETURN

SELECT rd/tcnt FROM state
WHERE dec>hp;}

ITERATE: {
UPDATE state

SET st=nd, nd=rd, rd=ibm;
UPDATE state

SET tcnt=tcnt+1
WHERE tcnt<3;

INSERT INTO RETURN
SELECT (st+nd+rd)/tcnt FROM state
WHERE dec>hp;

}
TERMINATE : { }

}

UDAs are also suitable for punctuated data streams [TMS03]. When an input

arrives, the UDA needs to compute the results, store the state and output based

36



on punctuation. In Example 2.7, we want to output the average stock value of

each company when we receive its closing value tuple which is a punctuation

indicating that no more tuple of this company will arrive. We use the table state

to store the summary (sum and count) of each company which is the minimal

amount of information that we should store for further computations. Upon

detection of a punctuation mark indicating the arrival of the closing-value tuple

(with condition close=1), we return the average for this company.

Example 2.7 Output average price for each company when closing price tuple
enters

AGGREGATE CoSum(cid Int, price Real, close Int) : Real
{ TABLE state(tcid Int, tsum Int, tcnt Int);

INITIALIZE : {
INSERT INTO state VALUES (cid, price, 1);}

ITERATE: {
UPDATE state

SET tsum=tsum+price, tcnt=tcnt+1;
WHERE tcid=cid;

INSERT INTO state
SELECT cid, price, 1 FROM state
WHERE cid NOT IN (

SELECT tcid FROM state);
INSERT INTO RETURN

SELECT tsum/tcnt FROM state
WHERE tcid=cid AND close=1;

}
TERMINATE : { }

}

In [SZZ01], a native extension of SQL, called SQL-TS, to find patterns in

sequences and data streams was presented. We found that queries expressed in

SQL-TS can also be expressed in UDAs. In particular, in [SZZ01], Sadri et al.

showed an example of finding the maximal periods in which the price of a stock

fell more than 50% and returning the stock name and these periods. This is a

classical type of pattern mining problem involving recurring patterns, as per the

star operator in FSMs. Expressing the same query using SQL would difficult and
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prone to inefficiencies because it requires many joins. This query, however, can

be easily expressed using the UDA of Example 2.8, below, which is also conducive

to very efficient implementation.

Example 2.8 Finding maximal falling periods with more than 50% fall

AGGREGATE FallPeriod(X char(16), price Real, time Real):
(name Real, StartTime Real, EndTime Real)

{ TABLE memo(name char (16), StartPrice Real, StartTime Real,
CurrentPrice Real, CurrentTime Real);

INITIALIZE : {
INSERT INTO memo VALUES (X, price, time, price, time);

}
ITERATE: {

UPDATE memo
SET CurrentPrice=price, CurrentTime=time
WHERE name=X AND price < CurrentPrice;

INSERT INTO RETURN
SELECT name, StartTime, CurrentTime FROM memo
WHERE name=X AND price ≥ CurrentPrice

AND CurrentPrice < 0.5× StartPrice;
UPDATE FROM memo

SET StartPrice=price, StartTime=time,
CurrentPrice=price, CurrentTime=time

WHERE name=X AND price ≥ CurrentPrice;
INSERT INTO memo

SELECT X, price, time, price, time FROM memo
WHERE X NOT IN (SELECT name FROM memo);

}
TERMINATE : { }

}

Indeed, UDA provide a powerful vehicle for state-based reasoning, and pattern-

searching query. Queries can be modelled by FSM can be easily and automatically

translated into UDAs. In fact, we prove that the following property holds:

Proposition 2.4 For a pattern searching query Q with its corresponding FSM
M . Let n be the number of links in M . Then there exists a UDA with n + 2
statements which can implement Q.

Proof: Observe that there is a structure of UDAs for expressing a pattern

searching query. Indeed, for each pattern searching query, there is a corresponding
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FSM. Let n be the number of links in the FSM. Then we can construct a UDA

as follows: we use a local table to store the current state, the next state and the

information for comparison. For each link x in FSM, we use a SQL statement to

represent a corresponding action for x. At the end of the UDA, we update the

current state and return the result if we reach the final state.

We demonstrate this procedure by the following example: Double-bottom

pattern is a common search in the analysis of stock market price, where the stock

price has two consecutive local minima. In this example, we search for “relaxed

double-bottoms” in the recorded closing value of stock S. A relaxed double-

bottom means a local maximum surrounded by two local minima, where we only

consider the increases or decreases which are more than 2%. Figure 2.1 shows

the corresponding FSM of the double-bottom pattern searching query. There are

24 links in the FSM. We show in Example 2.9 that a UDA with 26 statements

can implement this query, where each statement corresponds to the action taken

by a unique link in the FSM. In the UDA DoubleBottom, we use a local table

called memo to store the current state, the next state and the information (price

and date) of the state. In the initialize state, we assign ‘X’ to be the start and

current state. Since the actions taken by each state is similar, we only show the

case of State ‘T’ (links 10, 11, 12) in the UDA. In the last two statements, we

update the current state and output the period having double bottom pattern

when we reach the final state ‘R’.

Example 2.9 Finding Relaxed Double Bottom Pattern

AGGREGATE DoubleBottom(date Real, price Real):
(StartDate Real, StartPrice Real, EndDate Real, EndPrice Real)

{ TABLE memo(state char, nextstate char, StartDate Real, StartPrice Real,
CurrentDate Real, CurrentPrice Real);

INITIALIZE : {
1. INSERT INTO memo VALUES (‘X’, ‘X’, date, price, date, price);

}
ITERATE: {
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Figure 2.1: FSM for Double Bottom Pattern.

· · ·
/* State T */

10. UPDATE memo
SET CurrentDate=date, CurrentPrice=price, nextstate=‘T’
WHERE state=‘T’ AND price > 1.02× CurrentPrice;

11. UPDATE memo
SET StartDate=date, StartPrice=price,

CurrentDate=date, CurrentPrice=price, nextstate=‘X’
WHERE state=‘T’ AND price < 0.98× CurrentPrice;

12. UPDATE memo
SET CurrentDate=date, CurrentPrice=price, nextstate=‘U’
WHERE state=‘T’ AND price ≥ 0.98× CurrentPrice

AND price ≤ 1.02× CurrentPrice;
· · ·
UPDATE FROM memo

SET state=nextstate;
INSERT INTO RETURN

SELECT StartDate, StartPrice, CurrentDate, CurrentPrice
FROM memo
WHERE state=‘R’ AND price ≤ 1.02× CurrentPrice;}

}
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In fact, as shown in the next section, UDAs are able to express the ultimate

state machine: the Turing machine.

2.6 Completeness on DB Relations

Turing completeness is hard to achieve for database languages [AHV95]. In par-

ticular, SQL is not Turing complete, and thus not capable of expressing all data-

intensive applications. The power of a query language is defined as the class

of functions it can express on (an input tape encoding) the database [AHV95].

We will show that UDAs can compute an arbitrary query function encoded as a

Turing machine.

A Turing Machine is defined by a tuple M = (Q,Σ,Υ, δ, q0, !, F ), where Q is a

finite set of states, Σ ⊆ Υ is a finite set of input symbols, Υ is a finite set of tape

symbols with Q ∩Υ = φ, ! ⊆ Υ− Σ is a reserved symbol representing the blank

symbol, q0 ⊆ Q is an initial state, F ⊆ Q is a set of accepting or final states,

δ : Q × Υ → Q × Υ × {1, 0,−1} is a transition mapping where 1,0,-1 denote

motion directions.

In our implementation, a user may define a Turing Machine by giving four

elements: a transition map(E1), accepting states(E2), a tape containing the

input(E3) and an initial state(E4). With UDA, we put E1 into a table called

transition. E2 is put into table accept. E3 is put into table tape, which uses

an attribute called pos to memorize the position of each symbol in the tape.

Also, there is a table called current, which stores the current state, the current

symbol and its position on the tape during each iteration. At the first iteration,

the initial state (E4) and the leftmost symbol on the tape (pos=0) are put into
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current.

For each iteration, a tuple of current is passed to a UDA called turing. If

the transition function is defined for the (state, symbol) pair, we obtain the next

state, the new symbol and the motion direction for the tape head. Then, the

symbol pointed by the tape head is replaced by the new symbol. We move the

head to the next position, which is given by pos + move. If it is a non-existing

position on the tape, a new blank symbol is inserted at that position. Then, the

updated tuple is inserted into current which is then passed to the UDA turing

for the next iteration. The above procedures are repeated until the transition

function δ is not defined for some (state, symbol) pair. In this case, the machine

halts and checks whether the current state is an accepting state or not, based on

the list of accepting states in table accept.

The following is the implementation of a Turing Machine using UDAs.

TABLE current(stat Char(1), symbol Char(1), pos Int);
TABLE tape(symbol Char(1), pos Int);
TABLE transition(curstate Char(1), cursymbol Char(1),

move int, nextstate Char(1), nextsymbol Char(1));
TABLE accept(accept Char(1));
AGGREGATE turing(stat Char(1), symbol Char(1),

curpos Int) : Int
{ INITIALIZE: ITERATE: {

/*If TM halts, return 1/0(accept/reject)*/
INSERT INTO RETURN

SELECT R.C
FROM (SELECT count(accept) C

FROM accept A
WHERE A.accept = stat) R

WHERE NOT EXISTS (
SELECT * FROM transition T
WHERE stat = T.curstate

AND symbol = T.cursymbol);
/* write tape */
DELETE FROM tape

WHERE pos = curpos;
INSERT INTO tape

SELECT T.nextsymbol, curpos
FROM transition T
WHERE T.curstate = stat
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AND T.cursymbol = symbol;
/* add blank symbol if necessary */
INSERT INTO tape

SELECT ‘!’, curpos + T.move
FROM transition T
WHERE T.curstate = stat

AND T.cursymbol = symbol
AND NOT EXISTS (

SELECT * FROM tape
WHERE pos = curpos + T.move);

/* move head to the next position */
INSERT INTO current

SELECT T.nextstate, A.symbol, A.pos
FROM tape A, transition T
WHERE T.curstate = stat

AND T.cursymbol = symbol)
AND A.pos=curpos+T.move;}}

INSERT INTO current
SELECT ‘p’, A.symbol, 0
FROM tape A WHERE A.pos = 0;

SELECT turing(stat, symbol, pos) FROM current;

In the following, we implement a Turing Machine to find the maximum among

the input numbers. The maximum will be stored back into the tape.

Example 2.10 Turing Machine for finding the maximum

Let M = (Q, {0, 1}, {0, 1, 2, 3, !}, δ, p, !, {}) be a Turing Machine for finding the

maximum where δ is given by Table 2.1. For simplicity, we assume that each

number is an integer. Then we represent them in unary, i.e. i ≥ 0 is represented

by the string 0i. These integers are placed on the input tape separated by 1’s.

The idea of this machine is to repeatedly compare the two left most integers in

the input tape and to store the largest one back into the input tape. When the

machine halts, we eliminate all symbols but 0’s to extract the integer(in unary)

in the input tape as the output of the query, which is the maximum number.

We have shown that UDA can express any function encoded in arbitrary

input tape. A simple UDA can be used to encode a given table and then, on
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0 1 2 3 !
p q, 2, 1 u, !, 1 p, !, 1
q q, 0, 1 r, 1, 1 q, !, 1
r s, 3,−1 t, 1,−1 r, 3, 1 t, !,−1
s s, 0,−1 s, 1,−1 p, 2, 1 s, 3,−1 s, !,−1
t w, 0,−1 t, !,−1 t, 0,−1 t, !,−1 t, !, 1
u u, 0, 1 v, 1,−1 u, 0, 1
v v, 0,−1 p, !, 1
w w, 0,−1 w, o,−1 p, !, 1

Table 2.1: Transition mapping δ for finding the maximum.

its terminate state call the UDA that performs the actual computations. For

several tables we can let the various UDAs write into the same input tape, with

the last UDA calling the actual computation. Such an encoding is a blocking

computation. For continuous queries we seek nonblocking computations on one

or more data streams. These are discussed next.

2.7 Completeness on Data Streams

According to [GO03a], ‘queries over streams run continuously over a period of

time and incrementally return new results as new data arrive.’ In the following,

we will show how to compute a query over streams. We will focus on monotonic

functions as they are the only continuous queries supported on data streams.

Every monotonic function F on an input data stream can be computed by a

UDA that uses three local tables, called IN , TAPE, and OUT , and performs

the following operations for each new arriving tuple:

Delta Computation:

1. Append the encoded new tuple to IN ,

2. Copy IN to TAPE, then
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compute F (IN)−OUT as described in Section 2.5,

3. Return the result obtained in 2 and append it to OUT .

Since these operations are executed on each arriving new tuple, they are per-

formed in the iterate state of the UDA, which is therefore nonblocking. Thus,

every monotonic function on a single data stream can be computed by a non-

blocking UDA.

However, the situation is more complex for multiple data streams, since these

need to be merged into a single stream before UDAs can be applied. For instance,

the operator used in SQL:1999 for computing the union, R1 ∪ R2 of the ordered

relations R1 and R2 while preserving duplicates cannot be used. In fact, this

operator will list all the tuples in R1 before the tuples in R2. Thus this operator

is blocking with respect to its first argument. We instead need operators that

merge the two streams by assuring not only fairness, but also minimizing the

delay across streams. To achieve this timestamps are needed and then the union

operator can be defined that union-merges these multiple streams into one by

their timestamps.

Therefore we now consider explicitly timestamped data streams and time-

series sequences, where tuples are explicitly ordered by increasing values of their

timestamps3. We begin with notion of τ -presequence defined as the sequence of

tuples up to a given timestamp τ :

Definition 2.5 Presequence: Let S and R be two sequences ordered by their
timestamp. Rτ is defined as the set of tuples of R with timestamp less than
or equal to τ > 0. If S = Rτ for some τ , then S is said to be a presequence
of R, denoted S vt R. In general, let S1, ..., Sn and R1, ..., Rn be timestamped
sequences. (S1, ..., Sn) v

t (R1, ..., Rn) when (S1, ..., Sn) = (Rτ
1 , ..., R

τ
n) for some τ .

3Similar considerations can be made to arbitrary logically ordered sequences, where tuples
are arranged and visited sequentially according to an ordering key consisting of one or more
attributes.
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Then the notion of monotonicity can also be defined naturally. A unary

operator G is monotonic if L1 v
t S1 implies G(L1) v

t G(S1). A binary operator

H is monotonic when (L1, L2) v
t (S1, S2) implies H(L1, L2) v

t H(S1, S2).

In operational terms, S vt R can be viewed as a statement that R was

obtained from S = Rτ by appending some additional tuples with timestamps

larger than those in S: for instance, S might be the stream received up to time

τ , and R the stream received after waiting a little longer i.e., up to time τ ′ > τ .

For τ = 0, Sτ = ∅ is an empty sequence. Let Ω(S) denote the largest

timestamp in S (0 if S is empty). A query operator is said to be null when it

returns the empty sequence for every possible value of its argument(s).

Then, the notion of nonblocking operators on logical sequences can be defined

as follows:

Definition 2.6 Nonblocking.

• A nonnull unary operator G is said to be nonblocking, when Gτ (S) =
G(Sτ ), for every τ .

• A nonnull binary operator G is said to be nonblocking, when, Gτ (L, S) =
G(Lτ , Sτ ), for every τ .

We can then show that functions on logically ordered sequences can be imple-

mented by nonblocking operators iff they are monotonic w.r.t. vt. It also follows

that only blocking implementations are possible for an operator that computes

the difference of two streams, since difference is antimonotonic on its second

argument.

The previous notions lead to natural generalizations for selection, projection

and union; suitable generalizations of Cartesian product and join are also avail-

able [BBD02] but they are outside the scope of this work (since they are not
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needed for the completeness of our language). For union we have:

Union. Let ∪τ denote the stream transducer implementing union. ∪τ returns,

at any given time τ , the union of the τ -presequences of its inputs:

L ∪τ S = Lτ ∪ Sτ

In the following example, we demonstrate how to express a query using Union

and UDA. Consider two streams of phone-call records:

StartCall(callID, time);
Endcall(callID, time);

The stream StartCall is used to record a starting time of each call with its ID,

while the stream EndCall is used to record a finishing time of each call with its

ID. Given the above two streams, we are interested in finding the length of each

call. Instead of joining two streams, we first union them together: CallRecord,

which is sorted by the arrival timestamp. Moreover, we use a tag to indicate

which stream does each tuple come from. Tuples are grouped by different callID

group.

Example 2.11 Compute the length of each call.

SELECT callID, length(time, tag) AS CallLength,
FROM

( SELECT callID, time, ‘start’
FROM StartCall
UNION ALL
SELECT callID, time, ‘end’
FROM EndCall) AS

CallRecord (callID, time, tag)
GROUP BY callID;

The UDA length is used to compute the difference between the starting time
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and finishing time. We design this UDA to handle all the arrival ordering. This

UDA is shown below:

AGGREGATE length(time, tag) : (CallLength)
{ TABLE state(ttime);

INITIALIZE: ITERATE :{
INSERT INTO RETURN

SELECT time-ttime FROM state
WHERE tag=‘end’;

INSERT INTO RETURN
SELECT ttime-time FROM state
WHERE tag=‘start’;

INSERT INTO state VALUES(time);}
}

We can now show the completeness of languages supporting union operators

and nonblocking UDAs on data streams, in the sense that they can express every

monotonic function on their input.

Definition 2.7 NB UDAs: NB-UDAs are those where the terminate state
is empty or missing.

Now, by observing that the delta computation described at the beginning of

this section can be expressed by an UDA with an empty terminate state, we

conclude that:

Proposition 2.5 NB-Completeness. Every computable monotonic function on
timestamped data streams can be expressed using NB-UDAs and union.

From a formal viewpoint, these results can be extended to physically or-

dered data streams by simply viewing sequence numbers as time stamps (then,

v becomes a special case of vt). The problem is that tuples from two streams

that have the same sequence number could have arrived at very different times.

Therefore most systems and users prefer the solution of merging the tuples of
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two streams according to the order in which they are actually processed. This is

equivalent to viewing them as logically ordered streams where the time stamp is

the current time at the point in which the tuples are processed for union.

2.8 More Complex Data Stream Models

Windows, synopses, concrete views and related concepts have been proposed to

supplement the basic append-only-table model of data streams. In this section,

we show that the operators previously presented can be extended naturally to

realize these approaches, thus produce a unified theory and understanding.

Synopses The past history of a data stream quickly grows in time to sizes that

exceed what can be effectively stored and searched; therefore, synopses are used

to summarize recent data and derive approximate answers for the queries. For

example, the join of a stream A with stream B can be approximated as the join

of W (A) with W (B), where W (A) and W (B) respectively denote a window on A

and a window on B. Then, the window join of A and B is computed by match-

ing every new tuple arriving in W(A) with the tuples in W(B) and viceversa.

Many variations of this basic scheme have been studied, and various window

joins algorithms have been proposed to support their efficient implementation

and minimize the number of output tuples that were dropped because only the

synopsis is used in lieu of the complete data stream [KNV03,GO03b]. Window

join operators are highly desirable builtin operators in DSMS, because of perfor-

mance considerations. However, they are not indispensable in terms of expressive

power since they can be computed by (i) making A and B union-compatible with

the addition of new columns (ii) taking the union of the two stream so derived,

and (iii) computing their join using a UDA that stores the two windows W (A)
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and W (B) and computes their result as described above. In special situation

where application-specific constraints can be used to customize the UDA used in

(iii), this approach might also yield superior performance.

Concrete Views and Expiring Tuples Concrete views can be used to create

windows on data streams [JMS95], and often call for explicit events to occur

when tuples leave the windows (whereas, as discussed above, no explicit action

is required when tuples leave the windows used to compute joins). A technique

shown to be effective in many applications [GO05] consists in modelling tuples

leaving a window by means of ‘negative tuples’ (whereas those arriving in the

window are modelled as positive tuples). For instance, let us consider a situation

where the user looking at the screen of a client workstation should see a list of

transportation stocks whose trading during the last hour exceeded a certain level.

Then, the DSMS must perform the following operations continuously: (i) add up

the activities on each stock for the last hour (using a window aggregate that is

further discussed below), (ii) send a positive tuple for each new stock in the list,

and (iii) send a negative tuple for each stock that must be removed from the

list because its insufficient trading during the last hour. The positive tuples and

negative tuples could be in two different data streams or could be combined into

a single stream by the addition tags to identify whether the tuple is positive or

negative.

The use of negative tuples in implementing relational operators, including

nonmonotonic operators on concrete views is discussed in [GO05]: all these op-

erators are easily expressed using UDAs. Therefore, we can retain the basic data

model of append-only relations, and use the power of the UDAs to deal with the

positive/negative tags, which now provide an application-specific representation

rather than a model enhancement. In fact, in many applications it is highly de-
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sirable to go beyond this simple positive/negative tuple scheme. For instance,

to show the current value of those stocks in the concrete view, we could use

an update stream. Then, we might use one data stream, where each tuple is

tagged as either append, remove, and replace, or use three separate streams as

in CQL [ABW02]. The best choice between these alternatives is bound to be

application-dependent. Another common situation is when concrete views have

unique keys. In this situation we only need positive tuples since these can be as-

signed the following meaning: insert this new value, and eliminate the old tuple

with the same key value if one was present. To signify that a tuple with given key

must be eliminated, rather than replaced, we can use null values, or values that

are not allowed (e.g., negative prices for stocks). Yet another possible solution,

that offers unique advantages in certain applications, is that of time stamping tu-

ples with their validity period [KS05]—this is the ‘direct’ representation studied

in [GO05].

In summary, there are many ways to represent deleted and updated tuples,

and an interesting spectrum of data stream models and extended relational alge-

bra operators have been defined for that [ABW02,KS05,GO05]. But in reality,

each of these extensions adds complexity to the basic data model and it is de-

sirable in some applications but not in others. Therefore, we instead advocate

an approach where different representations of expiring or updated tuples are

supported very effectively via application-specific UDAs, which allow us retain

the ‘spartan’ simplicity of append-only relations as our basic data stream model.

Windows and Aggregates Aggregates on logical or physical windows are

invaluable in data stream applications since they turn blocking aggregates into

nonblocking ones that return results continuously. A logical window is specified

as the set of stream tuples that have arrived since time T − τ , where T is the
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current time and τ is the size of the window. A physical window instead contains

the last n tuples, where n is the size of the window.

SQL:2003 window aggregates (e.g., its OLAP functions) return results only

when a new tuple arrives (α-only semantics). This is the only semantics of interest

for physical windows where tuples expire only when a new tuple arrives. But for

logical windows, there have been proposals that advocate returning the value for

the aggregate both when a new tuple arrives and when an old one expires—we

will call this an α + ω semantics [HMA04,GO05].

Both these semantics can be expressed using UDAs. The realization of the

α semantics requires a UDA that memorizes the tuples in the window. Then,

when a new tuple arrives, the expired tuples are first removed from the window,

then the new tuple is added, and finally the aggregate is recomputed on the

updated window, and its value returned to the output. Performance-oriented

improvements to this basic scheme have been proposed for simple aggregates

[AM04,JPT05], and the case of general UDAs was discussed in [LWZ04]. These

performance-oriented improvements are quite beneficial but we do not need to

discuss them in this chapter that concentrates on semantic issues. In particular we

will now discuss the α+ω semantics that has proposed a better logical alternative

than the α-only semantics inherited from SQL:2003. We will next show that this

can also be supported quite naturally in our framework. In fact, say that we have

a data stream S of time-stamped tuples, and a logical windows of size τ on such

stream, and an aggregate A (built-in or user defined). Then the computation

of A on τ under the α + ω semantics can be computed using the algorithm

shown below, where we use the first three steps to generate the positive/negative

tuples corresponding to the logical window, and the last step computes the actual

aggregate:
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Supporting the α + ω semantics:

1. Let Sp (resp. Sn) be the stream obtained from S by adding a positive

(resp. negative) tag to each tuple in S.

2. For each tuple in Sn, update its timestamp by adding the size of the

window—i.e., the time interval τ . Let us denote the data stream so ob-

tained by S ′n.

3. Let S ′ denote the union Sp ∪ S ′n.

4. Process S ′ using an UDA that operates as follows: if the new tuple in S ′ is

positive, add it to the list of memorized tuples, recompute the aggregate on

such list, and return the result. Likewise, if the new tuple in S ′ is negative,

delete it from the list of memorized tuples, recompute the aggregate on the

resulting list, and return the result.

Therefore, we use the union operator to sort-merge the positive tuples and

the negative tuples into the correct order, thus implementing the α+ω semantics

for logical windows. This implementation completely captures the declarative

semantics of our query operators viewed as mappings from the input streams

to the output streams. But it also reveals that basic quality-of-service issues of

α+ω windows can be reduced to those of union, and are thus amenable to similar

solution. The practical usefulness of α + ω windows depends on the promptness

with which ω tuples are generated once the tuples have logically expired. Here

we have discovered the promptness α+ω windows can be achieved by eliminating

idle-waits in the execution of union operators. This is well-known problem follows

from the fact that union must actually operate as merge operator that produce

tuples by increasing values of timestamps4.

4For example, idle-waiting occurs for the union of A ∪ B, when there are tuples in A but not
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Idle-waits can compromise the promptness of response upon negative tuples

produced by expirations. Indeed, a negative tuple with time T + τ might wait

indefinitely until a tuple with time stamp value ≥ T + τ appears in Sp, incurring

into an idle wait problem. Heartbeat techniques have been shown to be effective

to reduce the idle wait problem for union and related operators, and can be used

for the case at hand [JMS05]. Idle-waits are not a problem for the positive tuples

in Sp, since for each tuple with timestamp T there is a tuple with timestamp

T + τ in S ′n.

Reducing Idle Waits in Union Consider the union of two streams A1 and

A2. For each tuple t1 in A1, we have to wait for a tuple t2, where timestamp(t2) ≥

timestamp(t1) before t1 is committed to the result of the union. In the absence of

tuples arriving in A2, t1 might be delayed indefinitely. However, consider the case

in which the timestamps of A2 are generated by the system (internal timestamps).

If A2 has internal timestamps and (i) the current system clock shows a time that

is greater than or equal to timestamp(t1), and (ii) there is no tuple left in the

operator path leading from the input buffers to A2, then we can proceed and

output t1. This observation allows us to avoid the idle wait problem for union

of internally timestamped data streams, and for aggregates with logical windows

under the α+ ω semantics, when these are computed on internally timestamped

streams. Furthermore, observe that condition (i) is always satisfied if t1 has also

been timestamped by the same internal clock. Similar solutions also available for

external timestamps based on the notion of heartbeats [SW04b,JMS05].

in B. Thus our union operator produces nothing until some tuple arrives in B. While this can be
viewed as form of blocking, there are significant differences with respect to the original notion
of blocking used in Section 2.3, where we defined blocking operators as those that produce no
output until all their input tuples have arrived.

54



Impact of Query Languages upon Stream Data Models Therefore, by

extending our query language into a very powerful one, we can retain the ‘Spartan

simplicity’ of the basic data model (i.e., append only tables), and yet support in

a flexible and general way the vast assortment of extensions that have been advo-

cated for data streams, each of which is most beneficial in different applications.

Our approach is conducive to a unified treatment, and unifies disparate semantic

issues. For instance, we showed that new semantics proposed for aggregates such

as the α+ω semantics can be reduced to the α-only semantics of SQL:2003, and

related issues of responsiveness can be addressed using the heartbeat techniques

to minimize idle waits in the implementation of union operators [SW04b].

2.9 Summary

There has been much recent interest in extending relational query languages to

express continuous queries on data streams. This approach to data stream man-

agement systems allows us to build on the theory and experience accrued with

relational query languages, and will greatly simplify programming for a wide

range applications that span both data streams and database tables. However,

continuous queries of data stream applications are in many ways very different

from traditional queries of database applications and, therefore, an in-depth criti-

cal analysis is needed to assure that the resulting query languages will be effective

in the new application domain. In this chapter, we formally showed that the ef-

fectiveness of relational query languages on data streams is severely impaired by

expressive power problems, and proposed effective solutions for those problems.

We began by extending the notion of set-containment to ordered relations

and thus proved that queries can be expressed by nonblocking computations if

and only if they are monotonic. This allowed us to introduced the notion of NB-
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completeness as a criterion to determine the suitability of query languages for

data streams, and as a tool for establishing the expressive power hierarchy of such

languages. A language is NB-complete if all the monotonic queries expressible

in the language can be expressed via its monotonic operators.

We thus proved that RA and SQL are not NB-complete—a limitation that

adds to the well-known problems that have impaired DBMS in applications such

as data mining and sequence queries. To solve this problem, we proposed the use

of UDAs, a native extensibility mechanism that makes SQL Turing-complete on

stored data. For data streams, we provided a simple syntactic characterization

of monotonic UDAs and showed that a query language supporting union and

nonblocking UDAs is NB-complete. Several examples were given to demonstrate

the practical power and flexibility obtained with these extensions— which are also

amenable to efficient implementation [LTW05]. Finally, we discussed how richer

data stream models (e.g., those using negative tuples), which have been proposed

because of their usefulness in specific applications, can be easily emulated by

retaining the basic data model of append-only-relations and using SQL with

UDAs as the query language.
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CHAPTER 3

An Adaptive Nearest Neighbor Classification

Algorithm for Data Streams

3.1 Introduction

A significant amount of recent research has focused on mining data streams for

applications such as financial data analysis, network monitoring, security, sensor

networks, and many others [BBD02,GO03a]. Algorithms for mining data streams

have to address challenges not encountered in traditional mining of stored data:

at the physical level, these include fast input rates and unending data sets, while,

at the logical level, there is the need to cope with concept drift [WFY03]. There-

fore, classical classification algorithms must be replaced by, or modified into,

incremental algorithms that are fast and light and gracefully adapt to changes in

data statistics [SK01,WFY03,CZ04].

Related Works Because of their good performance and intuitive appeal, deci-

sion tree classifiers and nearest neighborhood classifiers have been widely used in

traditional data mining tasks [HK00]. For data streams, several decision tree clas-

sifiers have been proposed—either as single decision trees, or as ensembles of such

trees. In particular, VFDT [DH00] and CVFDT [HSD01] represent well-known

algorithms for building single decision tree classifiers, respectively, on station-

ary, and time-changing data streams. These algorithms employ a criterion based

on Hoeffding bounds to decide when a further level of the current decision tree

should be created. While this approach assures interesting theoretical properties,
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the time required for updating the decision tree can be significant, and a large

amount of samples is needed to build a classifier with reasonable accuracy. When

the size of the training set is small, the performance of this approach can be

unsatisfactory.

Another approach to data stream classification uses ensemble methods. These

construct a set of classifiers by a base learner, and then combine the predictions of

these base models by voting techniques. Previous research works [SK01,WFY03,

CZ04] have shown that ensembles can often outperform single classifiers and

are also suitable for coping with concept drift. On the other hand, ensemble

methods suffer from the drawback that they often fail to provide a simple model

and understanding of the problem at hand [HK00].

In this work, we focus on building nearest neighbor (NN) classifiers for data

streams. This technique works well in traditional data mining applications, is sup-

ported by a strong intuitive appeal, and it rather simple to implement. However,

the time spent for finding the exact NN can be expensive and, therefore, a sig-

nificant amount of previous research has focused on this problem. A well-known

method for accelerating the nearest neighbor lookup is to use k-d trees [Ben75].

A k-d tree is a balanced binary tree that recursively splits a d-dimensional space

into smaller subregions. However, the tree can become seriously unbalanced

by massive new arrivals in the data stream, and thus lose the ability of ex-

pediting the search. Another approach to NN classifiers attempts to provide

approximate answers with error bound guarantees. There are many novel algo-

rithms [IM98, Ind00a, Ind00b,KOR00] for finding approximate K-NN on stored

data. However, to find the (1 + ε)-approximate nearest neighbors, these algo-

rithms must perform multiple scans of the data. Also, the update cost of the

dynamic algorithms [IM98, Ind00b,KOR00] depends on the size of the data set,
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since the entire data set is needed for the update process. Therefore, they are

not suitable for mining data streams.

Our ANNCAD Algorithm In this work, we introduce an Adaptive NN

Classification Algorithm for Data-streams. It is well-known that when data is

non-uniform, it is difficult to predetermine K in the KNN classification [DPG02,

WD94]. So, instead of fixing a specific number of neighbors, as in the usual KNN

algorithm, we adaptively expand the nearby area of a test point until a satisfac-

tory classification is obtained. To save the computation time for finding adaptive

NN, we first preassigning a class to every subregion (cell). To achieve this, we

decompose the feature space of a training set and obtain a multi-resolution data

representation. There are many decomposition techniques for multi-resolution

data representations. The averaging technique used in this work can be thought

of Haar Wavelets Transformation [SN96]. Thus, information from different resolu-

tion levels can then be used for adaptively preassigning a class to every cell. Then

we determine to which cell the test point belongs, in order to predict its class.

Moreover, because of the compact support property inherited from wavelets, the

time spent updating a classifier when a new tuple arrives is a small constant, and

it is independent of the size of the data set. Unlike VFDT, which requires a large

data set to decide whether to expand the tree by one more level, ANNCAD does

not have this restriction.

In the chapter, we use grid-based approach for classification. The main char-

acteristic of this approach is the fast processing time and small memory usage,

which is independent of the number of data points. It only depends on the num-

ber of cells of each dimension in the discretized space, which is easy to adjust

in order to fulfill system constraints. Therefore, this approach has been widely

employed in clustering problem. Some examples of novel clustering algorithms
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are STING [WYM97], CLIQUE [AGG98] and W aveCluster [SCZ98]. However,

there is not much work using this approach for classification.

Chapter Organization In this work, we present our algorithm ANNCAD and

discuss its properties in Section 3.2. In Section 3.3, we compare ANNCAD with

some existing algorithms. The results suggest that ANNCAD will outperform

existing algorithms. Finally, conclusions and suggestions for future work will be

given in Section 3.4.

3.2 ANNCAD

In this section, we introduce our proposed algorithm ANNCAD, which includes

four main stages: (1) Quantization of the Feature Space; (2) Building classifiers;

(3) Finding predictive label for a test point by adaptively finding its neighboring

cells; (4) Updating classifiers for newly arriving tuples. This algorithm only read

each data tuple at most once, and only requires a small constant time to process

it. We then discuss its properties and complexity.

3.2.1 Notation

We are given a set of d-dimensional data D with attributes X1, X2, ..., Xd. For

each i = 1, ..., d, the domain of Xi is bounded and totally ordered, and ranges

over the interval [Li, Hi). Thus, X = [L1, H1)× ...× [Ld, Hd) is the feature space

containing our data set D.

Definition 3.1 A discretized feature space is obtained by dividing the domain of
each dimension into g open intervals of equal length. The discretized feature space
so produced consists of gd disjoint rectangular blocks, of size ∆xi = (Hi − Li)/g
in their ith dimension.
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Let Bi1,...,id denote the block:

[L1 + (i1 − 1)∆x1, L1 + i1∆x1)× ...× [Ld + (id − 1)∆xd, Ld + id∆xd).

Alternatively, we denote Bi1,...,id by Bi, with i = (i1, ..., id) the unique identifier

for the block. Then, two blocks Bk and Bh, k 6= h, are said to be adjacent if

|ki− hi| ≤ 1, for each i = 1, ..., d. In this case, Bk is said to be a neighbor of Bh.

CtrBi
denotes the center of block Bi, computed as the average of its vertices:

CtrBi
= (L1 + (i1 − 1/2)∆x1, ..., Ld + (id − 1/2)∆xd).

Definition 3.2 Let x be a point and Bi be a block in the same feature space. The
distance between x and Bi is defined as the distance between x and CtrBi

.

Note that the distance in Def. 3.2 can be any kind of distance. In the

following, we use Euclidean distance to be the distance between a point and a

block.

3.2.2 Quantization of the Feature Space

The first step of ANNCAD is to partition the feature space into a discretized

space with gd blocks as in Def. 3.1. It is advisable to choose different sizes of

grid according to system resource constraints and desirable fineness of a classifier.

For each nonempty block, we count the number of training points contained in

it for each class. Now we get the distribution of the data entities in each class.

To decide whether we need to start with a finer resolution feature space, we then

count the number of training points that do not belong to the majority class

of its block as a measure of the training error. We then calculate the coarser

representations of the data by averaging the 2d corresponding blocks in the next

finer level. We illustrate the above process by Example 3.1.
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Example 3.1 A set of 100 two-class training points in the 2-D unit square is
shown in Fig. 3.1(a). There are two classes for this data set, where a circle
(resp. triangle) represents a training point of class I (resp. II). First we separate
the training points of each class, discretize them using a 4× 4 grid and count the
number of training points for each block to get the data distribution of each class
(see Fig. 3.1(b)). Moreover, Fig. 3.1(c)-(d) show the coarser representations of
the data.
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Figure 3.1: Multi-resolution representation of a two-class data set.

Due to the problem of the curse of dimensionality, the storage amount is ex-

ponential in the number of dimensions. To deal with this, we store the nonempty

blocks in the leaf nodes of a B+-tree using their z-values [ZCF97] as keys. Thus

the required storage space is much smaller and is bounded by O(min(N, gd))

where N is the number of training samples. For instance, in Fig. 3.1, we only

need to store information for at most 8 blocks even though there are 100 training

points in the 4 × 4 blocks feature space. To reduce space usage, we may only

store the data array of the finest level and calculate the coarser levels on the fly

when building a classifier. On the other hand, to reduce time complexity, we may

precalculate and store the coarser levels. In the following discussion, we assume

that the system stores the data representation of each level.

62



3.2.3 Building a Classifier and Classifying Test Points

The main idea of ANNCAD is to use a multi-resolution data representation for

classification. Notice that the neighborhood relation strongly depends on the

quantization process. This will be addressed in next subsection by building sev-

eral classifier ensembles using different grids obtained by subgrid displacements.

Observe that in general, the finer level the block can be classified, the shorter

distance between this block and the training set. Therefore, to build a classi-

fier and classify a test point (see Algorithms 1 and 2), we start with the finest

resolution for searching nearest neighbors and progressively consider the coarser

resolutions, in order to find nearest neighbors adaptively.

We first construct a single classifier as a starting point (see Algorithm 1).

We start with setting every block to have a default tag U (Non-visited). In the

finest level, we classify any nonempty block with its majority class label. We

then classify any nonempty block of every lower level as follows: We label the

block by its majority class label if the majority class label has more points than

the second majority class by a threshold percentage. If not, we use a specific tag

M (Mixed) to label it.

Algorithm 1 BuildClassifier({x, y}|x is a vector of attributes, y is a class label.)

Quantize the feature space containing {x}
Label majority class for each nonempty block in the finest level
For each level i = log(g) downto 1

For each nonempty block B
If |majority ca| − |2nd majority cb| > threshold %, label class ca
else label tag M

Return Classifier
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Figure 3.2: Hierarchical structure of classifiers.

Example 3.2 We build a classifier for the data set of Example 3.1 and set the
threshold value to be 80%. Fig. 3.2(a), (b) and (c) show the class label of each
nonempty block in the finest, intermediate and coarsest resolution respectively.

For each level i, a test point t belongs to a unique block Bi(t). We search

from the finest to the coarsest level until reaching a nonempty block B i(t). If the

label of Bi(t) is one of the classes, we label the test point by this class. Otherwise,

if Bi(t) has tag M , we find the nearest neighbor block of Bi+1(t) where Bi+1(t)

is a block containing t in level i+ 1. To reduce the time spent, we only consider

the neighbors of Bi+1(t) which belong to Bi(t) in level i. It is very easy to access

these neighbors as they are also neighbors of Bi+1(t) in the B+-tree with their

z-values as keys. Note that Bi+1(t) must be empty, otherwise we should classify

it at level i+1. But some of the neighbors of Bi+1(t) must be nonempty as Bi(t)

is nonempty. We simply calculate the distance between test point t and each

neighbor of Bi+1(t) and label t by the class of NN.

Algorithm 2 TestClass(test point: t)

For each level i = log(g) + 1 downto 1
If label of Bi(t) <> U /*Bi(t) is nonempty */
If label of Bi(t) <> M , class of t = class of Bi(t)
else class of t = class of NN of Bi+1(t) /*Bi+1(t) contains t in level i+1*/
Break

Return class label for t, Bi(t)
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Example 3.3 We use the classifier built in Example 3.2 to classify a test point
t = (0.6, 0.7). Starting with the finest level, we found that the first nonempty
block containing t is [0.5, 1) × [0.5, 1) (see Fig. 3.3(b)). Since it has tag M , we
calculate the distance between t and each nonempty neighboring block in the next
finer level ([0.75, 1)× [0.5, 0.75), [0.5, 0.75)× [0.75, 1)). Finally, we get the nearest
neighboring block [0.75, 1)× [0.5, 0.75) and label t to be class I (see Fig. 3.3(c)).
When we combine the multi-resolution classifier of each level, we get a classifier
for the whole feature space (see Fig. 3.4).
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Figure 3.3: Hierarchical classifier access.
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Figure 3.4: The combined classifier.

3.2.4 Incremental Updates of Classifiers

The main requirement of a data stream classification algorithm is that it is able to

update classifiers incrementally and effectively when a new tuple arrives. More-

over, updated classifier should be adapt to concept drift behaviors. In this subsec-

tion, we present incremental update process of ANNCAD for a stationary data,

without re-scanning the data and discuss an exponential forgetting technique to

adapt to concept drifts.

Because of the compact support property, arrival of a new tuple only affects

the blocks of the classifier in each level containing this tuple. Therefore, we

only need to update the data array of these blocks and their classes if necessary.
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During the update process, the system may run out of memory as the number

of nonempty blocks may increase. To deal with this, we may simply remove the

finest data array, multiple the entries of the remaining coarser data arrays by 2d,

and update the quantity g. A detailed description of updating classifiers can be

found in Algorithm 3. This solution can effectively meet the memory constraint.

Algorithm 3 UpdateClassifier(new tuple: t)

For each level i = log(g) + 1 downto 1
Add δt/2

d×(log(g)+1−i) to data array Φi

/*δt is a matrix with value 1 in the corr. entry of t and 0 elsewhere.*/
If i is the finest level, label Bi(t) with the majority class
else if |majority ca| − |2nd majority cb| > threshold %, label Bi(t) by ca

else label Bi(t) by tag M
If memory runs out,

Remove the data array of level log(g) + 1
For each level i = log(g) downto 1, Φi = 2d · Φi

Label each nonempty block of the classifier in level log(g) by its majority
class

Set g = g/2
Return updated classifier

Exponential Forgetting If the concept of the data changes over time, a very

common technique called exponential forgetting may be used to assign less weight

to the old data to adapt to more recent trend. To achieve this, we multiply an

exponential forgetting factor λ to the data array, where 0 ≤ λ ≤ 1. For each level

i, after each time interval t, we update the data array Φi to be:

Φi|(n+1)t ← λΦi|n·t
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where Φi|n·t is the data array at time n · t. Indeed, if there is no concept change,

the result of classifier will not be affected. If there is a concept drift, the classifier

can adapt to the change quickly since the weight of the old data is exponentially

decreased. In practice, an exponential forgetting technique is easier to implement

than a sliding window because we need extra memory buffer to store the data of

the most current window for implementing the sliding window.

3.2.5 Building Several Classifiers using Different Grids

As mentioned above, the neighborhood relation strongly depends on the quan-

tization process. For instance, consider the case that there is a training point u

which is close to the test point v but they are located in different blocks. Then

the information on u may not affect the classification of v.

To overcome the problem of initial quantization process, we build several

classifier ensembles starting with different quantization space. In general, to

build nd different classifiers, each time we shift 1
n
of the unit length of feature

space for a set of selected dimensions. Fig. 3.5 shows a reference grid and its 3

different shifted grids for a feature space with 4×4 blocks. For a given test point

t, we use these nd classifiers to get nd class labels and selected blocks Bi(t) of t

in each level i, starting from the finest one. We then choose the majority class

label. If there is tie, we calculate the distance between each selected block B i(t)

with majority class label and t to find the closest one. Algorithm 4 shows this

classifying process using nd classifiers.

The following theorem shows that the approximation error of finding nearest

neighbors decreases as the number of classifier ensembles increases.

Theorem 3.1 For d attributes, let x be the test point and Y be the set of training
points which are in blocks containing x of those nd classifiers. Then, for every
training point z /∈ Y , dist(x, y) < (1 + 1

n−1
)*dist(x, z) for every y ∈ Y .
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Figure 3.5: An example of 4 different grids for building 4 classifiers.

Algorithm 4 TestndClass(objects: t)

For each level i = log(g) + 1 downto 1
Get the label of t for each classifier
If there is a label <> U, choose the majority label
If there is a tie, label t by class of Bi(t) with closest center to t
Break

Return class label for t

Proof: For simplicity, we consider the case when d = 1. This proof works for

any d. For d = 1, we build n classifiers, where each classifier i use the grid that

is shifted i
n
unit length from the original grid. Let ε be the length of a block.

Consider a test point x, x belongs to an interval Ik for classifier k. Note that

[x − n−1
n
ε, x + n−1

n
ε] ⊂

⋃

Ik ⊂ [x − ε, x + ε]. Hence, the distance between x and

its nearest neighbor that we found must be less than ε. Meanwhile, the points

that we do not consider should be at least n−1
n
ε far away from x. If z /∈ Y ,

dist(x,y)
dist(x,z)

< ε
(n−1)ε/n

= (1 + 1
n−1

) for every y ∈ Y .

The above theorem shows that the classification result using one classifier

does not have any guarantee about the quality of the nearest neighbors that it

found because the ratio of approximation error will tend to infinity. When n is

large enough, the set of training points selected by those classifier ensembles are

exactly the set of training points with distance ε from the test point. To achieve
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an approximation error bound guarantee, theoretically we need an exponential

number of classifiers. However, in practice, we only use two classifiers to get a

good result. Indeed, experiments in §3 show that few classifiers can obtain a

significant improvement at the beginning. After this stage, the performance will

become steady even though we keep increasing the number of classifiers.

3.2.6 Properties of ANNCAD

As ANNCAD is a combination of multi-resolution and adaptive nearest neighbors

techniques, it inherits both their properties and their advantages.

• Compact support: The locality property allows a fast update. As a new

tuple arrival only affects the class of the block containing it in each level, the

incremental update process only costs a constant time (number of levels).

• Insensitivity to noise: We may set a threshold value for classifying decisions

to remove noise.

• Multi-resolution: This algorithm makes it easy to build multi-resolution

classifiers. Users can specify the number of levels to efficiently control the

fineness of the classifier. Moreover, one may optimize the system resource

constraints and easy to adjust on the fly when the system runs out of

memory.

• Low complexity: Let g, N and d be the number of blocks of each dimension,

training points and attributes respectively. The time spent on building a

classifier is O(min(N, gd)) with constant factor log(g). For the time spent

on classifying a test point, the worst case complexity is O(log2(g) + 2d)

where the first part is for classifying a test point using classifiers and the

second part is for finding its nearest neighbor which is optional. Also, the
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time spent for updating classifiers when a new tuple arrives is log2(g) + 1.

Comparing with the time spent in VFDT, our method is more attractive.

3.3 Performance Evaluation

In this section, we first study the effects on parameters for ANNCAD by using

two synthetic data sets. We then compare ANNCAD with VFDT and CVFDT

on three real-life data sets. To illustrate the approximation power of ANNCAD,

we include the results of Exact ANN, which computes ANN exactly, as controls.

Exact ANN: For each test point t, we search the area within 0.5 block side length

distance. If the area is nonempty, we classify t as the majority label of all these

points in this area. Otherwise, we expand the searching area by doubling the

radius until we get a class for t. Note that the time and space complexities of

Exact ANN are very expensive making it impractical to use.

3.3.1 Synthetic Data Sets

The aim of this experiment is to study the effect on the initial resolution for

ANNCAD. In this synthetic data set, we consider a 3-D unit cube. We randomly

pick 3k training points and assign those points which are inside a sphere with

center (0.5, 0.5, 0.5) and radius 0.5 to be class 0, and class 1 otherwise. This

data set is effective to test the performance of a classifier as it has a curve-like

decision boundary. We then randomly draw 1k test points and run ANNCAD

starting with different initial resolution and 100% threshold value. In Fig. 3.6(a),

the result shows that a finer initial resolution gets a better result. This can be

explained by the fact that we can capture a curve-like decision boundary if we

start with a finer resolution. On the other hand, as discussed in last section, the

time spent for building a classifier increases linearly for different resolutions. In

70



general, we should choose a resolution according to system resource constraints.

The aim of this experiment is to study the effect on number of classifier

ensembles for ANNCAD. As in the previous experiment, we randomly pick 1k

training examples and assign them labels. We then randomly draw 1k test points

and test them based on the voting result of these classifiers. We set 16× 16× 16

blocks for the finest level and 100% threshold value. In Fig. 3.6(b), the result

shows that having more classifiers will get a better result in the beginning. The

performance improvement becomes steady even though we keep increasing the

number of classifiers. It is because there is no further information given when

we increase the number of classifiers. In this experiment, we only use 2 or 3

classifiers to obtain a competitive result with the Exact ANN (90.4%).
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Figure 3.6: Effect on initial resolutions and number of classifiers

3.3.2 Real Life Data Sets

The aim of this set of experiments is to compare the performance of ANNCAD

with that of VFDT and CVFDT on stationary and time-changing real-life data

sets respectively. We first used a letter recognition data set from the UCI machine
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learning repository web site [BM]. The objective is to identify a black-and-white

pixel displays as one of the 26 English alphabet. In this data set, each entity is a

pixel display for an English alphabet and has 16 numerical attributes to describe

its pixel displays. The detail description of this data set is provided in [BM]. In

this experiment, we use 15k tuples for training set with 5% noise added and 5k

for test set. We obtain noisy data by randomly assigning a class label for 5%

training examples. For ANNCAD, we set g for the initial grid to be 16 units

and build two classifiers. Moreover, since VFDT needs a very large training set

to get a fair result, we rescan the data sets up to 500 times for VFDT. So the

data set becomes 7,500,000 tuples. In Fig. 3.7(a), the performance of ANNCAD

dominates that of VFDT. Moreover, ANNCAD only needs one scan to achieve

this result, which shows that ANNCAD even works well for a small training set.

The second real life data set we used is the Forest Cover Type data set which is

another data set from [BM]. The objective is to predict forest cover type (7 types).

For each observation, there are 54 variables. Neural network (backpropagation)

was employed to classify this data set and got 70% accuracy, which is the highest

one recorded in [BM]. In our experiment, we used all the 10 quantitative variables.

There are 12k examples for training set and 90k examples for testing set. For

ANNCAD, we scaled each attribute to the range [0, 1). We set g for the initial

grid to be 32 units and build two classifiers. As the above experiment, we rescan

the training set up to 120 times for VFDT, until its performance becomes steady.

In Fig. 3.7(b), the performance of ANNCAD dominates that of VFDT. These

two experiments show that ANNCAD works well in different kinds of data sets.

We further tested ANNCAD in the case when there are concept drifts in data

set. The data we used was extracted from the census bureau database [BM]. Each

observation represents a record of an adult and has 14 attributes including age,
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Figure 3.7: Three real-life data sets:(a) Letter Recognition (b) Forest Covertype
(c) Census

race etc. The prediction task is to determine whether a person makes over 50K

a year. Concept drift is simulated by grouping records with same race (Amer-

Indian-Eskimo(AIE), Asian-Pac-Islander(API), Black(B), Other(O), White(W)).

The distribution of training tuples of each race is shown in Fig. 3.7(c). Since

the models for different races of people should be different, concept drifts are

introduced when n = 311, 1350, 4474, 4746. In this experiment, we used the

6 continuous attributes. We used 7800 examples for learning and tested the
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classifiers for every 300 examples. For ANNCAD, we build two classifiers and set

λ to be 0.98 and g for the initial grid to be 64 units. We scaled the attribute

values as mentioned in the previous experiment. The results are shown in Fig.

3.7(c). The curves show that ANNCAD keeps improving in each region. Also,

as mentioned in §2.6, computations required for ANNCAD are much lower than

CVFDT.

Moreover, notice that ANNCAD works almost as well as Exact ANN on these

three data sets, which demonstrates its excellent approximation ability.

3.4 Summary

In this chapter, we proposed an incremental classification algorithm ANNCAD

using a multi-resolution data representation to find adaptive nearest neighbors

of a test point. ANNCAD is very suitable for mining data streams as its update

speed is very fast. Also, the accuracy compares favorably with existing algorithms

for mining data streams. ANNCAD adapts to concept drift effectively by the

exponential forgetting approach. However, the very detection of sudden concept

drift is of interest in many applications. The ANNCAD framework can also be

extended to detect concept drift–e.g. changes in class label of blocks is a good

indicator of possible concept drift. This represents a topic for our future research.
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CHAPTER 4

Load Shedding for Window Joins on Multiple

Data Streams

4.1 Introduction

There is growing research interest in supporting and efficiently processing high

level queries on continuous data streams [BBD02]. This interest is motivated by

number of applications including network monitoring [MWA03, Sul96], security,

sensor networks [CCD03], web logs and click-streams, telecommunication data

management [CFP00] and many others.

These applications require real-time, or near real-time response and are char-

acterized by high speed arrival rate. While it is not always possible to provide

an exact answer of a continuous query over data streams with real-time response,

there are many data stream tasks which only require statistically accurate ap-

proximate answers. Examples of such tasks include answering stream mining and

continuous aggregation queries, scheduling and query optimization. So, instead

of providing exact answers, we are also interested in providing good approximate

answers. To achieve this, the systems may shed some low priority load in order

to avoid the system overhead and provide useful approximate answers. The work

described in this chapter focuses on the problem of semantic load shedding for

continuous queries that contain window equi-joins on multiple data streams.

Since a fast response is required, system must make load shedding decisions

very fast, in order to optimize the expected outcome according to sensible ap-
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proximation criteria. Two types of approximation that have been suggested

are [SW04a]: (1) Max-Subset results and (2) Sampled results. For (1), the ob-

jective is to maximize the size of the resulting join. For (2), the objective is to

provide a fair random sample of the join result, since such randomness is needed

to achieve accurate answers for aggregate queries and stream mining queries using

the join result. We will address both problems in this work.

Related Work One semantic approach for making a load-shedding decision is

based on the statistics or frequency distribution of the streams. In [DGR03],

Das et al. proposed an algorithm called Prob which keeps the tuples with most

frequent value and an algorithm called Life which keep the tuples whose frequency

multiplied by lifetime is highest, in order to produce the maximum subset of

the exact result. In [SW04a], a solution was given to optimize the memory

allocation across joins for producing a max-subset and a random sample of the

result. However, both of them mainly focused on the binary join problem.

An important problem that deserves further attention is the problem of joining

multiple streams. Recently there are many studies of multi-join processing in

continuous queries [GO03b, VNB03]. However, there is no focusing study of

finding load shedding policies for computing multi-join. The closest discussion

to this problem can be found in [DGR03]. Das et al. mentioned a trivial m-

approximation to the problem when the systems need to delete ki tuples from join

relation Ai, where 1 ≤ i ≤ m. The idea is to independently choose ki tuples from

Ai for deletion which produce the fewest output tuples, says pi. Then the optimal

algorithm at least loses max{p1, . . . , pm} and the approximation algorithm at

most lose
∑m

i=1 pi tuples. Therefore, it is an m-approximation. However, the

description was very sketchy. There are many problems such as how can we

find the tuple productivity over the whole join, which have not been discussed
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in details. In fact, even the m-relation static (i.e. the content of the joined

relations are known) join load shedding problem is not a trivial problem as it is

NP-hard [DGR03]. In this situation, load-shedding decision of one stream should

depend on the result of the join of the remaining streams. The current approach

to this problem is to use multiple binary join instead. For instance, users first

convert a multi-join query to a multi-binary join query and use the idea of Prob

to make load shedding decisions of each pair of streams. However, this cannot

guarantee that the utility of the storage space is optimized because it disregards

the content of streams outside the joined pair in load shedding decisions. We

will show in the experiment section that the multiple binary join approach is not

effective as the multi-join approach.

Main Results and Outline In this chapter, we present novel techniques for

approximating window joins; our techniques adapt quickly to changing data dis-

tribution and support joins on multiple data streams. The chapter is organized

as follows:

• In Section 4.2, we describe our model for computing approximate sliding

window joins over multiple data streams.

• In Section 4.3, we propose two different tuple priority measures used in load

shedding decisions for max-subset problem and random sampling problem,

based on our analysis of the tuple expected gain (productivity). We then

propose a method for estimating the productivity using a sketching tech-

nique.

• Our load shedding algorithm for computing approximate multi-join is then

given in Section 4.4. It can achieve different objectives by using different

priority measures.
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• In Section 4.5, we compare the new algorithm on both synthetic and real-

life data sets. The results of these extensive experiments, suggest that

our newly proposed approach will outperform existing multi-binary join

approach.

• Finally, Section 4.6 presents our conclusions and suggestions for future

work.

4.2 Model

First we study a model of processing multi-way join operations. Let S1, . . . , Sn

be n streams and assume that the current average arrival rate is k tuples per

unit time. The basic query we consider is a p-seconds sliding-window join among

n streams defined by the conjunction of some equi-join constraints θ. Note that

our method can be directly generalized to handle the case when every stream

has different pi-seconds sliding window. For simplicity, we restrict our discussion

to the case of equal window for all streams, i.e. p = pi for all i. We denote

T = W1 ./ . . . ./ Wn, where Wi is the current window of Si. We also consider

windowed aggregation queries Σ over the join result.

There are two main parts in the model shown in Figure 4.1: a join operator

and a queue. The join operator processes multi-way join and allocates a fixed

amount of memory to each Wi to store the internal state. For simplicity, we

assume that it can only process one tuple at every moment and the average join

processing rate is l tuples per second. When a new tuple ti of Si arrives, first the

expired tuples in all the windows are deleted. Then, the join result produced by

ti is computed and ti is added into Wi.

The second part of the model is the queue. It is used to store the input tuples
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New tuples arrive 
with rate k 

Σ

Figure 4.1: Model of Multiple-Join Operation.

waiting for entrance. When the join operator is free, we push a tuple from the

queue to the join operator for computing the join tuples produced by it.

Due to resource limitations, real systems have to deal with significant depar-

tures from the ideal situation, i.e. providing the exact join result, as follows:

• The system is not able to keep the entire window if the available memory

is smaller than p ·min(k, l).

• Queues are formed when k > l .

If the buffer is full, we make a decision whether we keep the new tuple by

dismissing one tuple in its buffer before it expires, or just drop the new tuple,

according to priority of each tuple in the buffer. If a queue forms, it is soon filled

to capacity. So, we need to make a load shedding decision to keep the tuples with

highest priority in the queue. Note that load shedding decisions in the window

and the queue need a priority measure. Therefore, in the following sections, we
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will analyze the expected tuple gain and propose a priority measure to optimize

our decisions.

4.3 Load Shedding Decision

The productivity of a tuple determines its contribution to the multi-way join. In

this section, we estimate the contribution to the multi-way join of each tuple in

the window and in the queue. Then, we propose a shedding decision procedure for

maximum subset or random sampling based on the tuple productivity measure

so derived. For simplicity, we denote the set of join tuples of n windows with the

i-th window only containing t to be TWi={t}.

4.3.1 Productivity of Tuples

• Window Tuples. Consider a tuple t ∈ Si. During its lifetime p seconds

in Wi, there is a set of input tuples Ij arriving to each stream Sj for j =

1, . . . , i − 1, i + 1, . . . , n. For each Ij, its content can be estimated as Wj.

Then for the arrival of Ij, t produces |TWj=Ij ,Wi={t}| tuples, which can be

estimated as |TWi={t}|. Since there are n − 1 sets of input tuples Ij, the

total number of join tuples produced by t in Wi is (n− 1)× |TWi={t}|.

• Tuples from Queues. For a tuple t ∈ Si in the queue, at the moment

that it reaches the join operator, there will be |TWi={t}| join tuples pro-

duced. Moreover, when t is stored in window Wi, the expected number of

join tuples that t produces is (n− 1)× |TWi={t}|.

Note that the productivity of a tuple t ∈ Wi either in the windows and in the

queue depends on the quantity |TWi={t}|. There are two observations: (1) the
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arrival rate of each stream except Si is implicitly involved in this expression as

the size of each window Wj is a product of the arrival rate of Sj and p; (2) the

productivity of a tuple will not be affected by the arrival rate of its own stream.

This assures fairness across different streams with very different arrival rates.

4.3.2 Two Priority Measures

Maximum Subset To provide a maximum subset of the true result, we should

shed the tuple with least productivity in order to minimize the loss caused by load

shedding. Therefore, to maximize the output size of the approximate join result,

we should pick the one such that argmin
t
|TWi={t}| for load shedding decision.

Random Sampling To provide a random sample of the true result, one may

control the fraction of the tuples produced by each tuple: For each tuple t ∈ Wi,

we record the number of tuples that have been produced by t so far and estimate

the number of tuples probed by t as (n − 1) × |TWi={t}|. Then the fraction of

tuples that not yet produced by t can be obtained by

1−
|tuples produced by t|

(n− 1)× |TWi={t}|
.

An efficient way to produce a statistically accurate random sample of the true

result is to drop the tuple with the least percentage of tuples produced in its

remaining lifetime when the window is full. An intuitive reason is that this can

give equal opportunity for each tuple in the window to produce certain fraction

of tuples and avoid the case that the memory will be dominated by the tuple

with high productivity. For each tuple in the queue, its priority is always equal

to 1. In this case, we can employ some advanced methods [CMN99] to make load

shedding decisions. However, for simplicity, when the queue is full, we randomly

pick a tuple from the queue for load shedding.
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To compute these two different priorities, we need to obtain the quantity

|TWi={t}|, which is the cardinality of the multi-way join whereWi = {t}. However,

the time and space for computing the exact cardinality of a join are very expensive

[DGG02]. Therefore, a significant amount of previous research has focused on the

problem of estimating the cardinality of a join result [AGM99,DGG02]. Next, we

apply a sketching technique that is capable of estimating this measure for each

tuple with minimal demands on computing resources.

Estimating Productivity In [DGG02], Dobra et al. extended the sketching

techniques from [AGM99] to find approximating complex query answers. The

class of queries that they considered is of the form:

SELECT AGG FROM R1, . . . , Rr WHERE θ

where AGG is an arbitrary aggregate operator such as COUNT, SUM or AV-

ERAGE and θ represents the conjunction of equi-join conditions. The idea is to

compute small sketch summaries of the streams that can then be used to pro-

vide approximate answers with approximation error guarantees. Its low time and

space complexities make it practical for solving this kind of problems. However,

no previous work further applied this method to query processing problems. And

we will show that this can be effectively used to estimate tuple productivity.

For our problem, our aim is to compute the cardinality of the multi-way join

where the j-th stream window only contains t, i.e. |TWj={t}|. This quantity in

fact is the answer of the query:

SELECTCOUNT FROM W1, . . . ,Wj−1, {t},Wj+1, . . . ,Wn WHERE θ

and can be estimated by the sketching technique. This is the productivity of

tuple t and denoted as prod(t). Now we can use it to compute the priority of

each tuple w.r.t. different objective as described in Section 4.3 for load shedding

decisions.
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4.4 Approximating Multi-Join Using Sketching Techniques

Our main algorithm MSketch is based on the multi-join model described in Sec-

tion 4.2. There are two parts in the model: join operator and queue. They

operate separately and simultaneously. The details of our algorithm are shown

in Figure 4.2.

The main idea of our algorithm is to make load shedding decisions using

the priority measures proposed in Section 4.3. For estimating such measure, we

compute an atomic sketch of each stream. To capture the up-to-date distribution,

we use the atomic sketch of a recent tumbling window to estimate the productivity

of a tuple. The idea of a tumbling window was introduced in [CCC02] and

its definition is as follows: For a predefined quantity n, tumbling window is a

window containing tuples of every n seconds. It effectively partitions a stream

into disjoint windows. Tumbling window is more practical than sliding window

because sliding window requires extra memory buffer to store the data of the

most current window, especially when the system is running out of memory. In

our experiments, we set the size of the tumbling window to be the size of the

join window, i.e. n = p. To compute each tuple productivity, we simply use

the atomic sketch of the current window of each stream. However, the content

of these atomic sketches change when a new tuple arrives. Therefore, we have

to recompute the productivity of each tuple in the window for each new arrival

and hence the time spent will be very large. Instead, we can use the atomic

sketch of the last tumbling window to estimate the productivity of a tuple. This

can save much computation time. To speed up the searching of a minimum,

we employ a technique called priority queue to store the estimated productivity.

Priority queue is a data structure which is preferable for extracting the minimum

of a subset and for inserting a new element. When a new tuple arrives, we first
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Algorithm MSketch

0. Set up:

0.1 Assign a family of four-wise independent random variables ξ as described in
[DGG02].

0.2 For each relation Rk, the tumbling sketch Xk is initialized to 0.

1. Join Operator:
While the queue is non-empty{

1.1 Pull a tuple from the head of the queue. (Assume that ti is this input tuple and
is from stream Si.)

1.2 Update the current tumbling sketch Xi of Ri by

Xi = Xi +
∏

j∈Ri

ξj,ti[j].

For each Rj , we expire its atomic sketch Xj by replacing the atomic sketches of
the last window X last

j to be the current one Xj and resetting Xj to be 0 for every
n seconds. Also, we reset all the priority queues to be empty.

1.3 Delete the expired tuples of every window.

1.4 Compute the join result produced by ti and compute pods(ti):

prod(t) =
∏

j∈Ri

ξj,ti[j] ×
∏

k 6=i

X last
k

to obtain the priority value based on our objective, then insert into the priority
queue.

1.5 If Wi is not full, store ti in Wi

Else remove the tuple with lowest priority and in case of tie, pick arbitrarily.}

2. Queue: (for Max-Subset)
While a new tuple ti ∈ Si arrives in the queue {

2.1 compute pods(ti):

prod(ti) =
∏

j∈Ri

ξj,ti[j] ×
∏

k 6=i

X last
k

to obtain the priority value based on our objective, then insert into the priority
queue.

2.2 If queue is not full, store t in the queue
Else remove the one with lowest priority and in case of tie, pick arbitrarily.}

Figure 4.2: Algorithm MSketch for Join Operator and Queue.
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update the atomic sketch of its current window. We then compute its priority

and insert into the priority queue. If the window is full, we extract the minimum

one from the priority queue and drop it from the window. For the case of the

first window, since there is no information of the last tumbling window, we will

use the current window instead. However, for simplicity, we will omit this case

when we discuss our algorithm.

Complexity For the multi-binary join approach mentioned in Section 4.1, we

need to store the frequency of each value in the domain of join attributes. There-

fore, the space required is O(
∑

Ai∈A
|(dom(Ai))|) where A is the set of join at-

tributes. For our algorithm, the space required for storing s1×s2 groups of sketch

synopsis is

O(s1 × s2 ×
∑

Ai∈A

log |(dom(Ai))|).

Therefore, our algorithm needs much less space than the multi-binary join ap-

proach. Moreover, the number of atomic sketches constructed can be conveniently

reduced when the available memory is so tense. For the time complexity issue,

there are three main parts for both algorithms:

1. Updating the sketches for MSketch or the frequency array for multi-binary

join for every new arrival.

2. Obtaining the priority value for each tuple.

3. Searching for the least priority tuple for load shedding.

For multi-binary join, the time spent on (1) and (2) are constant. For MSketch,

the time spent on (1) is also constant since it is only a computation of a product of

k integers where k is the number of attributes of the new tuple. For (2), MSketch

spends constant time for each input tuple since the estimated productivity is only

a product of n atomic sketches. In fact, because each tuple will only stay in the

system at most two consecutive tumbling windows, we only need to compute its
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productivity at most twice during its lifetime. For (3), both algorithms should

spend equal time on that. Therefore, MSketch and multi-binary join have the

same time complexity. However, MSketch requires less space. To verify this, we

will compare the time spent for different algorithms in the experiment section.

We will also show the fact that MSketch does not add much time overhead for

the whole multi-way join computation.

4.4.1 Tuple-Based Window Joins

Our algorithm is able to handle tuple-based window joins by a simple extension.

We can model a tuple-based window join by a time-based window join where

a single tuple arrives to its window every time unit. This can be obtained by

assigning a sequence number as its timestamp when a tuple arrives to its window.

Moreover, we modify the steps of MSketch for resetting the atomic sketch (Step

1.2) and for expiring tuples (Step 1.3). Indeed, when a tuple ti arrives to its

window Wi, we only check whether the atomic sketch of Wi is expired. For a

tuple-based window, we reset its atomic sketch for every n input tuples. Also,

we only expire tuple(s) in Wi.

4.5 Experimental Results

Algorithms for Multi-Joins We compare our algorithm MSketch with the

state of the art:

• MSketch: We dropped the tuple with lowest productivity in the window(queue)

when it(queue) is full.

• MSketch RS: We dropped the tuple with largest fraction of tuples produced

in the window when it is full.
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• MSketch∗Age: Similar to MSketch, the priority of a tuple r with remaining

lifetime t is computed by t · prod(r).

• BJoin: We convert the multi-join query to be a multi-binary join query.

Then we dropped the tuple with the least partner frequency in the win-

dow(queue) when it(queue) is full, as mentioned in Section 4.1.

• Rand: We randomly dropped tuples in the window(queue) when it(queue)

is full.

• Aging: We dropped oldest tuples in the window (queue) when the window

(queue) is full.

For each algorithm, we allocate the same amount of memory for each window. For

the algorithms that use sketching technique, we construct 100 random variables

and return their average, i.e., s1 = 100, s2 = 1. When a new tuple arrives, we

keep it if the window or the queue is not full. Otherwise, we make a load shedding

decision based on different measures for different methods.

As described in Section 4.5.1 and Section 4.5.2, we tested these algorithms on

both synthetic and real-life data sets respectively. An in-depth discussion of the

experiments so obtained is presented in Section 4.5.3.

4.5.1 Synthetic Data Sets

We used the synthetic data generator employed in [VM99] to produce a wide vari-

ety of synthetic datasets using different skews and frequency distribution shifts as

follows: it produces several rectangular regions that are uniformly distributed in

the multi-dimensional attribute space of each relation by randomly picking a set

of points in the attribute space as their centers. Tuples are then generated using

a Zipfian distribution with parameters z-inter and z-intra, across different regions
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Relations R1(A1, A2), R2(A1, A2),
R3(A1, A2)

Size of each dataset ≈ 30000
(10000 for each relation)

Size of each domain 1024

Number of regions 10

Volume 100

z-inter 1

z-intra 0.1–0.5, 0.6–1.0,
1.1–1.5, 1.6–2.0

Table 4.1: Description of the Synthetic Data.

and within the same region, respectively. The frequency of a value depends on

the distance from its center, where the one near the center is more frequent. We

generate four data sets with different centers of regions and different range of

z-intra. Each data set contains three relations. Table 4.1 summarizes the setting

of our data sets.

To simulate distribution drifts, we input the tuples to the system from the

sources alternatively in a prescribed order. Within each region, we input the

data tuples in a random order. The average input rate is 1 tuple per second. We

evaluate all the algorithms using a multi-join query

R1 ./ R2 ./ R3|R1.A1=R2.A1,R2.A2=R3.A1

with time-based sliding window w = 500 seconds. For this simple query, there

are two different join attributes—one for R1 and R2 and other for R2 and R3.

Therefore, this query is able to test the effect of the frequency distribution of

a stream outside the joined pair in order to conclude whether this should be

considered when making load shedding decisions.

For the algorithm BJoin, there are several ways to implement the multi-join

as a sequence of binary joins. However, we found that the results obtained by
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different sequences of binary joins are nearly the same. So, we will only report

the results for (R1 ./ R2) ./ R3.

4.5.1.1 Max-Subset

To study the performance of our max-subset approach, we compare the output

size produced by our algorithm MSketch with other algorithms under different

situations. We first study the case that the input rate is smaller than the join

processing rate. Hence, the queue is always empty.

¦ Effect of Buffer Size Our first set of experiments is aimed to study the

effect of memory sizes for different algorithms. Figures 4.3(a) and 4.3(b) show

the performance of each algorithm for different buffer sizes, shown as number of

tuples (or percentages with respect to the full window). For each of the following

window sizes, 8 (5%), 42 (25%), 84 (50%), 126 (75%) and 167 (100%), we tested

data sets with z-intra = 0.1–0.5, 0.6–1.0, 1.1–1.5, and 1.6–2.0. Since the results

for the last three ranges are similar, we only report one of them.
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Figure 4.3: Synthetic Dataset with z-intra = (a) 0.1–0.5 (b) 1.6–2.0.

In Figure 4.3(a), the result of every algorithm is almost the same. That
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can be explained by the fact that the intra-Zipfian parameter for this data set

is small. Therefore, the distribution of each value is nearly uniform and hence

every tuple is equally important. When we increase the value of the intra-Zipfian

parameter, some value near the center is more frequent. Figure 4.3(b) shows

that our algorithm MSketch is quite effective at determining the productivity of

each tuple. Also, observe that the algorithms Rand and Aging perform poorly

on these data sets.

Moreover, in Figure 4.4, we recorded the whole processing time(for making

load shedding decisions and processing joins) spent by each algorithm for the

data set with z-intra = 1.6–2.0. Note that the computation time for MSketch

and BJoin are almost the same. Also, this is expected that Rand is the fastest

one because it does not need to do any computation for making load shedding

decisions. However, we observe that the difference is not large. Time spent by

MSketch for making load shedding decisions is relatively small, comparing with

join processing time. This shows that MSketch does not add much time overhead

for the multi-way join computation.
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Figure 4.4: Time for Dataset with z-intra = 1.6–2.0.
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The experimental results discussed so far were obtained by a fixed memory

allocation for each window. We also compared the performance for the case

when the memory allocation to each window can vary while the overall total

memory used by the windows remains fixed. To achieve this, we simply computed

the measure for every tuple in every window and drop the tuple with the least

value (in Step 1.5 of MSketch). However, we found that the improvement is

not so significant but the time spent for making load shedding decisions grew

accordingly. Therefore, in the following experiments, we allocated equal amount

of memory to each window.

¦ Effect of Skew We now fix the amount of memory to be 42(25%) and vary

the skew of the data sets by setting z-intra = 0.1–0.5, 0.6–1.0, 1.1–1.5, 1.6–2.0.

Figure 4.5 shows that, when the Zipfian parameter is small (near 0.1), all the

algorithms have almost identical performance because every tuple is equally im-

portant. However, as the value of the Zipfian parameter increases, our algorithm

MSketch outperforms others because it is able to distinguish between tuples that

have different priority values. Therefore, when the skew in the input data be-

comes larger, the gap between MSketch and other algorithms increases rapidly.

¦ Effect of Concept Drift We now use the data set with z-intra = 1.6–2.0 and

fix the amount of memory to be 75%. In Figure 4.6, we record the number of

output tuples produced for every 250s. The vertical dotted lines represent the

existence of concept drifts. Observe that all the three algorithms have a suddenly

drop when concept drift occurs. This is due to the fact that the distribution of the

tuples in the windows and that of the incoming tuples should be different when

there is a concept change, which will affect any kind of algorithms. Besides this,

we expect that Rand will have no other effect caused by concept drifts because its

load shedding decisions do not depend on any historical data. However, we find
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Figure 4.5: Different z-intra with 25% Memory.

that our algorithm recovers as quick as Rand, which indicates that our algorithm

did not suffer from the existence of concept drifts.

¦ Effect of Arrival Rate In this experiment, we used the data set with z-intra =

1.6–2.0 and assumed that the input rate is 5 times faster than the join processing

rate to study the behavior of the join algorithms MSketch, BJoin, Aging, Rand.

As a result, the queue is formed and it only keeps 10 tuples. Figure 4.7 shows

the performance of each algorithm with different buffer size. We found that our

algorithm MSketch works much better when a queue is formed. This shows that

our measure is also suitable for making load shedding decisions for the queue.

4.5.1.2 Random Sampling

In this set of experiments, we demonstrate the ability of our algorithm MSketch

to provide a statistically accurate random sample of the true result. In this case,

we use the fraction of the produced join tuples of each tuple as a priority measure

and we simply call it as MSketch RS. We will compare it with two algorithms:
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Figure 4.6: Number of tuples produced over time for dataset with z-intra =
1.6–2.0 and 75% Memory.

• BJoin, which depends only on the distribution of the pairwise relation.

• Rand, which randomly drop the load from the input relations.

To study the performance of our sampling approach, we perform a windowed

average over the sampled join result, which is a typical application of uniform

random sample. We compare those algorithms in terms of aggregation error. In

this experiment, we use the data set with z-intra = 1.6-2.0 with window size =

500. We choose A2 of R1 to be our aggregated attribute. However, in general,

it can be chosen from any relations. At each step, the value of the windowed

average over the true result AV G and the sampled result ˆAV G are computed.

The relative error is
|AV G− ˆAV G|

AV G
.

Then we return the average relative errors under different amount of memory al-

location. Figure 4.8(a) shows that the errors produced by our sampling algorithm

MSketch RS are much smaller than the errors produced by other algorithms.

To further test the performance of MSketch RS, we compute the quartiles of

the join result of each window and return the average differences of the quartiles
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Figure 4.7: Performance with Queue Formed.

of the true result and the sampled result. This test can effectively show the

statistically accuracy of each sampled result, i.e., how similar is the frequency

distributions of the sampled result to that of the true result. In figure 4.8(b),

we observe that the average quartile differences of the sampled result produced

by MSketch RS and the true result is much smaller than produced by Bjoin and

random sampling Rand.

Note that MSketch RS beats the existing algorithms. From these two ex-

periments, we learn from the poor performance of Rand that a random sample

of each input relations may not produce a random sample of the join result in

general. Moreover, the performance of BJoin shows that the information of the

pairwise relation is not enough for a good load shedding decision.
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Figure 4.8: (a)Average relative errors in aggregates (b)Average quantile differ-
ences.

4.5.2 Tests on Real-Life Data Sets

In these experiments, we used the census data sets from www.bls.census.gov.

This data set was taken from the Current Population Survey (CPS) data, which

is a monthly survey of about 50,000 households conducted by the Bureau of the

Census for the Bureau of Labor Statistics. There are about 135,000 tuples with

361 attributes for each month. In our experiments, we pick three attributes:

Age, Income, Education. The domain of Age, Income, Education is discretized as

1–90, 1–16, 1–46 respectively. We used the data of October 2003(Oct03 ), April

2004(Apr04 ) and October 2004(Oct04 ). We remove all the tuples with missing

value and get about 65000 tuples for each data set of each month. Therefore, the

total number of tuples in this experiment is about 200k.

¦ Effect on Window Size This set of experiments was designed to study the

effects of window size on a real-life data set. In our experiments, we joined

three data streams Oct03, Apr04, and Oct04, on their attributes Age (shared by

Oct03 and Apr04 ) and Education (shared by Apr04 and Oct04 ). We tested for

95



windows of size 500 and 1000. Figures 4.9(a) and 4.9(b) show the output size

of the join using different algorithms for window size 500 and 100, respectively,

under different memory allocation: for window size of 500, we allocated 5%,

25%, 50%, 75% and 100% memory for the buffers. For window size of 1000, we

allocated 2.5%, 5%, 25%, 50% and 100% memory. In this application, we found

that the performance of every algorithm is not affected by the size of the window.

Our algorithm MSketch outperforms others for both settings.
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Figure 4.9: Window Size= (a) 500s (b) 1000s.

4.5.3 Discussion

In the above experiments, we studied the performance of every algorithm under

different parameter settings: buffer size, intra-Zipfian skew parameter, window

size, load shedding from the queue. For the max-subset problem, our algorithm

MSketch beats all the other algorithms among all the experiments. For the

random sampling problem, our algorithmMSketch RS also provides a much more

accurate windowed aggregate result and a statistically accurate random sample

of the true result.

96



Some interesting observations on the various algorithms can be made from

these experimental results. In the experiments of the max-subset problem, we

observe that the algorithms Aging and Rand have similar performance. Now,

Aging assigns a higher productivity to tuples with longer remaining lifetime, and

therefore is less likely to drop them; however, Rand just makes random choices.

The fact that the two algorithms deliver similar performance suggests that the

remaining lifetime of tuples might not be important in optimizing load shedding

decisions.

The poor performance of MSketch∗Aging is consistent with the results ob-

tained by Das et al. in [DGR03]. They explained this by the fact that tuple with

low probability of appearing in the other stream are unlikely to survive until they

expire. Hence, the product of remaining lifetime and probability is not a good

measure. Moreover, the remaining lifetime of a tuple increases its productivity

in the same rate in which it increases the cost of keeping it in the buffer (and

bringing about other load shedding decisions). This confirms the experimental

observations on the behavior of Aging, and let us conclude that the remaining

lifetime of a tuple should not be considered as a factor of priority of that tuple.

For the algorithm BJoin, its performance never beat the performance of our

algorithm MSketch among all the experiments. This verifies our observation

that it is not enough to only consider the frequency distribution of joined pair

streams and disregard other streams outside the pair when making load shedding

decisions.

In the experiments of random sampling problem, the performance of our al-

gorithm MSketch RS is much better than that of Rand . This confirms that a

random sample of each input relations may not produce a random sample of the

join result in general, and therefore, a semantic load shedding technique is needed.
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Moreover, the poor performance of BJoin confirms the fact that, for shedding a

load from one relation, it is not sufficient to consider only its pairwise relation.

We must consider all the other relations in the multi-way join. Therefore, we

should consider the load shedding problem of multi-joins as a new problem that

cannot reduce to multi-binary joins. Thus, our algorithm MSketch RS uses frac-

tion of the tuples produced by each tuple to control the output result in order

to provide a random sample of the true result. The effectiveness of this method

was confirmed by various experiments.

4.6 Summary

Memory always is a problem for computing multi-way join on high speed data

streams. Therefore, it is important for computer systems to be able to provide an

effective load shedding policy. Previous approach converts the query into a mul-

tiple binary joins and only considers the partner distribution when making load

shedding decisions, which disregards the content of streams outside the joined

pair. In this work, we provide a thorough analysis of the expected tuple contri-

bution over the whole join and introduce an application of sketching technique

to estimate this measure. Our solution(MSketch) to load shedding problem uses

this measure to determine the priority of the tuples for providing an effective

load shedding policy, where only minimal time and space overheads are required.

Experiments on synthetic and real-life data sets and a thorough study of different

algorithms demonstrate that MSketch outperforms other approaches in terms of

maximizing the output size and achieving randomization.

Random sampling is widely used in many different ways in databases. We are

particularly interested in the application of random sampling for the purpose of

mining data streams [LTW05]. A statistically accurate random sample is usually
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sufficient to answer stream mining queries such as clustering and classification.

Moreover, this can save much computation time. Therefore, one promising direc-

tion for future work is to extend the load shedding techniques proposed in this

work for computing stream mining queries.
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CHAPTER 5

Improving the Accuracy of Continuous

Aggregates and Mining Queries under Load

Shedding

5.1 Introduction

Many data stream applications require complex queries involving aggregates,

analytics, and mining functions [BBD02]. Examples include financial analy-

sis [CDT00], network monitoring [Sul96], sensor networks [CCD03], web logs

and click-streams, telecommunication data management [CFP00] and many oth-

ers. These applications are often characterized by high data rates, and a demand

for real-time (or near real-time) responses. Traditional database management

systems were designed to manage persistent databases and transient queries, and

they are not suitable for stream applications that instead require support for per-

sistent queries and transient data. Data stream management systems (DSMS)

are therefore being developed to satisfy the unique requirements and technical

challenges posed by such applications. Foremost among these, we find the prob-

lems created by the bursty nature and unpredictably high arrival rates of data

streams, which often make it impossible to provide exact real-time answers to

all inputs and continuous queries. To deal with such overload situations, the

DSMS must incorporate intelligent load shedding policies, to minimize the loss

of quality of the query answers in the presence of such overloads. This problem

has motivated interesting research work seeking techniques to minimize the loss

of information caused by load shedding [KNV03,DGR03,TSZ03,BDM04].
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Effective solutions are often made possible by the fact that many data stream

applications and DSMS tasks, such as aggregate queries and stream mining meth-

ods, only require approximate answers—provided that these satisfy certain statis-

tical accuracy requirements. Therefore, the interesting problem arises of design-

ing optimal policies to optimize answer accuracy when a certain amount of load

shedding is needed on the input. The problem of designing load-shedding policies

for aggregate queries was treated in [BDM04], where an optimum policy based on

random sampling was proposed. The interesting approach proposed in [BDM04]

is based on statistical properties of the incoming data streams. In this work, we

show that, by the same statistical properties used in [BDM04], it is also possible

to improve the very quality of the answers, since more accurate estimates can

now be derived from random samples. We first present the theory that makes

these improvements possible and then introduce a method that realizes them and

yields significant benefits in many queries of practical interest. We first consider

the traditional aggregates, such as SUM, COUNT and AVG, studied in [BDM04],

and then we extend our approach to more complex aggregate-like queries, such

as quantiles, and mining queries.

It should be noted that the benefits of the proposed theory and method are

even more important on statistical functions than on simple aggregates, where

a ‘naive’ uniform sampling of the content of the current sliding window tends

to be reasonably effective. However, for complex mining and analytic functions,

the errors in the approximate answers can be very large, unless sophisticated

estimation techniques are used.

In this work therefore, we will propose a technique to improve the accuracy

of these queries given a sample of the window. Our method is not limited to the

load shedding scenarios, but is also applicable to all situations where a random
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sample of data is available. For instance, random sampling might be caused by

faulty data sources or transmission lines.

Related Work Most recent work has focused on computing approximate query

answering. A first line of research concentrates on computing sliding window joins

[DGR03,SW04a] and aggregates [DGG02]. Another interesting study presented

in [AM04] focused on summarizing the content of the continuous sliding windows

for computing approximate sliding window quantiles, but they did not consider

the scenarios where load shedding is used to cope with system overloads. In

[JCW04], the stream resource management problem was considered as a filtering

problem, in which the objective is to filter out as much as data as possible,

provided a required precision standard.

In [BDM04], a systematic approach was proposed to load-shedding, with the

objective of maximizing query accuracy. The referenced paper showed that uni-

form random samples of the window contents should be used since this policy

produces the best results on aggregation queries over data streams. Although it

can be very useful for improving the approximate answers, correlation between

answers of a query at different points in time was not considered in [BDM04]. In

this work, we show that the results produced by [BDM04] can be improved by

correlation to enhance the accuracy of the approximate answers under random

sampling.

Our Approach Unlike traditional databases, which deal with relatively static

records, DSMS monitor data continuously over time. In typical data stream

applications, such as sensor data and internet traffic, there is a strong temporal

correlation between answers of a query at different points in time [VAA04], and

we can obtain statistical information about the current answer from the past
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answers. Therefore, this information can be incorporated into the approximation

process, and used in data quality evaluation techniques to improve the accuracy

of the results with only minimal cost in system resources.

Example 5.1 Consider the problem of continuously finding the daily average
temperature in Los Angeles. Everyday we get the temperature reading for every
hour from www.weather.com and return the average of that day at midnight. In
particular, the true average of March 9, 2006 is 12.875◦C. Suppose that due to
some transmission limitation, we can only get the readings every 6 hours — {12,
13, 16, 12}. Based on these sample readings, we only have their average 13.25
to be our estimated average Â. To improve the result, we may consider of using
the history of the query answer, such as daily average temperature for last week
— {11.83, 11.125, 12.125, 12.67, 13.375, 13.79}. In particular, we may simply
return a linear combination of the estimated result and the mean of last week daily
averages (µ = 12.486), e.g. 0.5Â+0.5µ, as our final answer. Then our improved

answer will be 12.87, which is much closer to the true average than Â.

Data quality evaluation approaches exploiting spatio-temporal correlations

that exist among sensors are frequently used in sensor networks to reduce com-

munication overheads and effects of data loss and data contamination caused by

non-performing sensors [JAF06]. For instance, some statistically information of

a sensor could be learned from the readings of its neighbors. Another source is

the past readings of the sensor itself. The idea is to reduce the effect of noise

on sensor readings (data) through their error model obtained by sensor testings.

However, previous work on processing data streams has not used similar tech-

niques to improve the approximate answers.

In this work, we attempt to use the historical answers to improve the accuracy

of the output which is degraded by sampling or load shedding. In Example 5.1, we

arbitrarily assigned weighting factors for the historical information and the raw

answer. However, our objective is to adjust the current answer by the history in

a more advanced way: When the sampling rate is high, the observed answer will

be more accurate. Hence, the improved answer should be less dependent of the
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history. On the other hand, when the sampling rate is low, the observed answer

will be less accurate. Hence, the improved answer should be more dependent of

the history. To achieve this, it is necessary to find the relationship between the

sampling rate and the error of the answer. Therefore, we first develop a technique

to obtain an error model of different queries given a sampling rate to analyze the

accuracy of the answer. Previous work on processing data streams has not used

similar techniques. This work represents the first attempt to apply these ideas to

improve the accuracy of answers under load shedding. The main contributions

of this work are:

• We provide an in-depth study of the error models of different kinds of

queries including sum, quantile and mining data streams.

• We propose a bayesian approach which can automatically adjust the degree

of involvement of the historical information. This can improve the accuracy

of aggregate query answers by reducing their uncertainty.

• We apply and test our method on a range of different applications, including

queries to derive window medians, quantiles and stream mining.

Roadmap The rest of our chapter is organized as follows: We first formally

present our model and discuss the problem in Section 5.2. In Section 5.3, we pro-

pose a quality-enhancement technique to combine the information of the answer

to improve its accuracy. Section 5.4 presents some extensions for further applica-

tions such as computing ordered statistics and data mining queries. We discuss

the minimal overhead of our technique in Section 5.5. Section 5.6 shows the ex-

perimental results of our technique. Finally, Section 5.7 presents our conclusions

and suggestions for future work.
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5.2 Problem Description

Figure 5.1 shows our framework, which is basically the same as the one proposal

in [BDM04] except for the addition of the quality-enhancement module. Thus,

system consists of two main parts: a query network and a quality-enhancement

module.
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Figure 5.1: General System Model with Query Network and Quality-Enhance-
ment Module.

We consider two common scenarios in which random samples of data are

available for query answering. The first scenario is that of input streams from

applications such as sensor networks. Due to the problems of limited bandwidth

for transmissions or hardware malfunction, sensors often can only transmit a
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subset of the whole data set. Then, the central station can only compute queries

based on the received random samples of the source input.

The second scenario is load shedding, which was studied in [BDM04]. There-

fore, we assume that we have a query network similar to that proposed in [BDM04]

consisting of a set of input streams S1, . . . , Sn, a set of queries q1, . . . , qm and a

set of query operators O1, . . . , Ok. The network may contain arbitrary operators.

On each edge, except those connecting with aggregation operation terminals, a

load shedder is inserted.

When overload occurs, we can use any load shedding technique that produces

an uniform random sample of the exact result. In particular, we can use the prac-

tical load shedding technique proposed in [BDM04], which provides a systematic

approach to load shedding for minimizing inaccuracy in query answers, subject

to the system constraints. As a result, the system will produce a uniform random

sample for each query qi with sampling rate Pi.

In general, we can treat the query network as a black box which

i. delivers a uniform random sample for computing aggregation queries and

ii. reports the sampling rate.

Indeed, our method works for every situation where uniform random samples are

available for answering queries.

The quality-enhancement module is used to reduce the uncertainty of the

approximate answers. It has two inputs including:

i. the prior knowledge on the answer, and

ii. the error model of the answer.
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Then the quality-enhancement module combines (i) and (ii) with the observed

answer and returns us the posterior distribution for the true answer. We will

discuss the details of each component in the following sections.

5.3 Improving Answer Quality

The main idea of our algorithm is to use a Bayesian approach to combine the

information about the answers in order to reduce the uncertainty on the an-

swers caused by random sampling. We discuss the theory underlying the quality-

enhancement technique. This theory is based on:

i. An in-depth study of the error models of the answers of queries including

aggregates, ordered statistics and data mining problem.

ii. A model for learning the prior knowledge on the current answer from the

past answers.

iii. A technique for combining the above two parts together with the observed

answers in order to obtain a more accurate estimate of the answer.

5.3.1 Obtaining Answers Under Random Sampling

In this section, we discuss a method to find the precise error distribution of

the approximate answer, which can be used to (i) derive accuracy estimate for

optimizing the load shedding policies, and (ii) to further improve the answers, on

the basis of statistically information of the answers.

SUM: Let us first consider a query network consisting of a continuous window

aggregation SUM query q. Let V be the set of input tuples of Σ operator in

the sliding window. Thus, they will contribute to the answer for q. When load
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shedders are present with sampling rate p, every tuple in V will get included in

the sample with probability p. For the tuples in V , let v1, . . . , vN be the values of

the attribute being summed up, and let A be their sum. Based on this random

sample, we can set an approximate answer Â to be the sum of vi’s for the tuples

that get included, scaled by 1/p. The scenario is equivalent to the following

setting described in [BDM04]: Let X1, X2, . . . , XN be N random variables, such

that each random variableXj takes the value vj/p with probability p and the value

zero otherwise. Let Â be the sum of these random variables and let A =
∑N

j=1 vj

be the true answer. Then we can use Â to be an approximation of A. By using

the load shedding algorithm in [BDM04], we will get a random sample of V with

optimal sampling rate P .

So far, by [BDM04], we have a query network model for producing a random

sample of V with optimal sampling rate P . However, we now take our study

beyond [BDM04] by developing an error model of the approximate answer, in

order to further improve its accuracy of the answer. We first observe the fact

that Â is an unbiased estimator of A, i.e.

E(Â)

= E(
∑

Xi)

=
∑

E(Xi)

=
∑

P (vi/P ) + (1− P ) · 0

=
∑

vi

= A.
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with variance

V ar(Â)

= E(Â2)− E(Â)2

=
∑

E(X2
i ) +

∑

i6=j

E(Xi)E(Xj)− A2

=
∑

P (vi/P )2 +
∑

i6=j

P (vi/P ) · P (Vj)/P − A2

=
1

P

∑

v2
i + (

∑

vi)
2 − (

∑

v2
i )− (

∑

vi)
2

=
1− P

P

∑

v2
i .

Note that the ratio
∑

v2
i /(

∑

vi)
2 is equal to (σ2+µ2)/(Nµ2), where µ =

∑N
j=1 vj/N

and σ2 =
∑N

j=1(vj − µ)2/N are the mean and the variance of all the tuples in V

respectively. Thus, the right-hand side of the above expression can be reduced to

V ar(Â) =
1− P

P
×
σ2 + µ2

Nµ2
× A2. (5.1)

By the Central Limit Theorem, for an infinity population, if the sample size is

large, then the mean of the sample follows a normal distribution. Therefore, it

is reasonable to assume that the approximate answer Â is normally distributed

with mean A and standard deviation σe, i.e. Â ∼ N(A, σ2
e) where

σe =

√

1− P

P
×
σ2 + µ2

Nµ2
× A

Hence, the error of the approximate answer is normal distributed with mean

zero and standard deviation σe, i.e. p(Â|A) ∼ N(A, σ2
e). We will use this error

distribution to improve the answer using the technique discussed in Sections 5.3.2

and 5.3.3 below; Note that σe tends to zero when P tends to 1, which is consistent

to the fact that the uncertainty is reduced when the sampling rate is increased.
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COUNT: For computing the windowed counts, we simply set all the vi to be

equal to 1. Moreover, it is easy to see that µ = 1 and σ2 = 0.

AVG: The windowed averages can be computed as follows: we assign to each

random variable Xj the value vj/(NP ), instead of vj/P . Then Â will be an

unbiased estimator of A and its variance will be 1−P
P
· σ

2+µ2

N
.

Use of Error Model: First we show that how to use our error model to

derive an error bound for optimizing the load shedding policies. Assume that the

probability that the absolute error exceeds ε(δ) is at most δ, that is,

Pr{|Â− A| ≥ ε(δ)} ≤ δ.

With the normal error model, for each confident level δ, we can obtain the asso-

ciated critical value ε(δ) from the error function of a normal distribution. For in-

stance, 95% (i.e. δ = 0.05) confidence limits for the answer of SUM are A−1.96σe

and A + 1.96σe (i.e. ε(δ) = 1.96σe). Therefore, the error bound of the relative

error of the answer derived by our error model will be

εCLT = 1.96×

√

1− P

P
×

√

σ2 + µ2

Nµ2
.

On the other hand, the error bound with 95% confidence level provided by

[BDM04] will be

εHoeffding =

√

1

2
log

2

0.05
×

1

P
×

√

σ2 + µ2

Nµ2
.

In Fig. 5.2, we plot the error bounds εCLT (CLT) and εHoeffding (Hoeffding)

under different sampling rates P .

From Fig. 5.2, we observe that the bound CLT is tighter than Hoeffding
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Figure 5.2: Error bounds for different sampling rates.

almost everywhere. This indicates that CLT can provide more accurate informa-

tion for optimizing the load shedding policies. In particular, when P approaches

to 1, the error bound CLT approaches to 0. This is consistent to the fact that we

suppose to have the exact answer when all the input are available for answering

the query. However, the bound Hoeffding does not have this property.

In the above discussion, we analyzed the accuracy of the current answer. Our

aim is not only to give an upper error bound of the query answer as it was done

in [BDM04], but also to provide the precise error model of the answers, which

can be used to further improve its accuracy as follows.

5.3.2 Learning Prior Distribution from the Past

Next we show how to use the temporal correlation between each tuple in a data

stream to learn the prior distribution on the current answer from past answers.

Although the past answers are obtained from a random sample of the tuples, we

found that they are also a useful information for learning the prior distribution

on the current one.

Note that the selection of the past answers for learning prior will affect the

quality of the final result. Indeed, we can obtain more accurate information

about the current answer if the set of past answers that we consider are from
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the same distribution. To ensure this, we use some change detection techniques

[KBG04,YWZ05,Lar82] to keep tracking the concept changes of the past answers.

Recently there has been much research focusing on change detection in data

streams. In [KBG04], a formal treatment of change detection in data streams was

proposed. Their idea is to reduce the problem of detecting changes over a data

stream to the problem of testing whether the two samples in the windows were

generated by different distributions. A change detection framework and a family

of distance measures between distributions was then introduced in [KBG04] to

cope with this problem. Another sophisticated change detection technique called

RePro was proposed in [YWZ05]. RePro incorporates proactive and reactive

predictions. For the proactive mode, systems prepare prediction strategies in

advance. If they matches with new concepts, then the prediction model can be

launched instantly. If not, systems adapt a prediction model to the new data in

the reactive mode. However, RePro needs additional time and space resources.

Two-sample t-test is a simple method which has been widely used in statistics.

This method is based on testing whether two sets of samples are generated from

the same distribution while its complexity is relatively small. Consider two sets

of samples X = {X1, . . . , Xm} and Y = {Y1, . . . , Yn}. We calculate







s2
p =

∑

(Xi−X)2+
∑

(Yj−Y )2

m+n−2

T = (X − Y )
√

mn
m+n

/sp
(5.2)

where X is the mean of {X1, . . . , Xn} and Y is the mean of {Y1, . . . , Ym}. Then

we check whether the observed T statistics follows T distribution in order to

decide whether there is a concept change.

Our algorithm can work together with any kinds of change detection tech-

niques. To learn the prior knowledge, we use only the past answers obtained

after the last detected change. After a new change is detected, we simply reset
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the set of past answers. Note that there is a trade-off between accuracy and com-

putational cost for every change detection method. In order to keep our method

simple and suitable for data stream applications, we use the two-sample test to-

gether with our method in the experimental part to continuously check whether

there are changes in the stream of answers. The details are discussed as follows:

for each time interval (e.g. time-based window size p seconds), we employ a t-test

to determine whether the set of answers in the latest time slot Alatest and the

set of past answers Apast follow the same distribution. If so, we combine the

past answers with the answers in the latest time slot, i.e., Apast = Alatest ∪Apast.

If not, we drop Apast and set the answer in the latest time slot to be Apast, i.e.,

Apast = Alatest. Note that this test only need to store the means and the variances

of Apast and Alatest. Comparing with the method without change detection, the

method including change detection only needs two more variables to store the

extra statistical information to perform a two-sample test. Indeed, our experi-

ments show that this method is accurate enough while a saving computation is

significant.

Now we show how to learn the prior knowledge from the selected past answers.

Note that the distribution of the prior can be any kind of distribution. However,

in the following discussion, we focus on using a normal distribution to estimate

the prior statistics. By Maximum Likelihood Estimate (MLE), the prior pdf

would be N(µs, σ
2
s), where µs =

∑n
i=1 xi/n and σ2

s =
∑n

i=1(xi − µs)
2/n are the

sample mean and the sample variance of the past answers respectively. Note that

our bayesian approach for improving the current answer works for different kinds

of prior distributions. However, normal is a natural choice which is suitable for

a wide range of applications. Moreover, it has many attractive properties which

makes it very suitable for our problem:
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i. the system only needs to use two variables to keep track of the mean and

the variance of the past answers, and

ii. it only requires a minimal amount of time for further computations, which

will be discussed next.

5.3.3 Improving the Answers

To improve the accuracy of the current answer, we can use the Bayesian approach

to combine

i. the answer Â returned by the query network,

ii. the error model p(Â|A) ∼ N(A, σ2
e), and

iii. the prior knowledge on the true answer A.

In fact, the posterior distribution of the true answer is

p(A|Â) =
p(Â|A)p(A)

p(Â)

We then take the maximum a posterior (MAP), i.e. argmax
A

p(A|Â), to be our

improved answer.

In general, we do not restrict the prior distribution of the true answer to a

specific class of distribution. Our bayesian approach works for any kind of prior

distribution. However, as mentioned in the last section, normal has many at-

tractive properties which make it a good choice for modeling the prior, especially

when the resources (in term of time and space) are limited. In particular, when

we use the normal distribution N(µs, σ
2
s) to estimate the prior pdf, we can then

use the result obtained in [BT73]. Indeed, as proven in [BT73], the combined
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posterior probability p(A|Â) will follow a normal distribution N(µt, σ
2
t ) with







µt = σ2
e

σ2
s+σ2

e
µs +

σ2
s

σ2
s+σ2

e
Â

σ2
t = σ2

s

σ2
s+σ2

e
σ2
e

(5.3)

Since the MAP of a normal distribution is its mean, we can now obtain the MAP

(= µt) immediately from the closed form in Eq. 5.3.

We can make two interesting observations from Eq. 5.3. Firstly, since σ2
s

σ2
s+σ2

e
≤

1, the variance of the posterior σ2
t is always smaller than or equal to the variance

of the raw answer σ2
e . Thus the uncertainty of the answer is further reduced.

Secondly, the mean of the posterior µt is a linear combination of the mean of prior

µs and the observed answer Â with a scalar factor σ2
e

σ2
s+σ2

e
and σ2

s

σ2
s+σ2

e
respectively.

When the variance of the error σ2
e is larger than the variance of the prior σ2

s , then

µs is dominated, and we will trust the prior knowledge rather than the observed

value. Otherwise, the observed value Â will be dominated as its scalar factor is

larger. This achieves our objective stated in Section 5.1. Moreover, the validity

of this observation is confirmed in our experiments in Section 5.6.

In summary, we discussed a method of using normal for modeling the prior

statistics: This method is very attractive for data streams because of the minimal

amount of time and space required. Moreover, our experiments demonstrate this

method can provide a significant improvement of the accuracy of the answers,

even when the prior follows different kinds of distributions.

5.4 Complex Queries

Previous research has only discussed the problem of computing the basic SQL-2

aggregates such as SUM and COUNT. In this section, we extend our approach

to include statistical aggregates such as quantiles, and data mining applications,
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which were not considered in [BDM04].

Medians and Quantiles: Let v1 < . . . < vN be the set of input tuples of

the Σ operator obtained with no sampling. and let v(1), < . . . < v(n) be the

samples obtained for query answer. Then the p-th sample quantile is defined to

be v(r) where r = bnpc+1. The p-th population quantile is defined to be F−1(p),

where F (x) is the cumulative distribution function. We can now use the result

obtained in [Sen61]. Indeed, according to [Sen61], the p-th sample quantile is

asymptotically normal with mean F−1(p) and variance

V ar(p) =
p(1− p)

n(f(F−1(p)))2
(5.4)

where F is the distribution function and f = F ′ is the density function.

To obtain the variance of the p-th sample quantile, we need (i) the p-th

population quantile, and (ii) the density function f . For (i), we use the p-th

sample quantile to estimate F−1(p). For (ii), we could learn from the samples

v(1), < . . . < v(n). If we do not restrict f to a specific class of distribution, we can

use the Parzen window approximation to obtain f(F−1(p)). Having (i) and (ii),

the variance of the error model is obtained directly from Eq. 5.4. Then we can

use the bayesian approach discussed in Section 5.3 to improve the answer of the

quantile query.

Data Mining Applications: There are many data mining algorithms involv-

ing computations of aggregation such as AVG and COUNT. To handle these

algorithms, we generalize our approach in order to improve their performance in

the presence of sampling and load shedding.

Clustering — Consider the problem of continuously finding K means over slid-
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ing windows of a data stream. Assume that only random samples are available

for learning. Then we generalize our method for window averages discussed in

Section 5.3 for computing K means: let S be the set of samples for answering the

K means query q. First we find the K means of S. For each mean, we learn its

prior knowledge from the past means and find its error model. Next, we combine

these two components with the observed result to obtain the posterior of the ap-

proximate mean and use the MAP as the improved mean. We then assign each

tuple in S to its closest improved mean.

Classification — Consider the problem of continuously building naive bayesian

classifiers using the training tuples over sliding windows of a data stream. The

query network for computing the conditional distribution and the prior of each

class consists of several COUNT aggregates. Then we can apply our algorithm to

the counting results in order to improve the learning result when load shedding

occurs.

5.5 Complexity

The only overhead of our algorithm is introduced by the quality-enhancement

module. Indeed, there are two parts of computations involving in the module:

(1) the posterior distribution of the answers and (2) the detection of changes in

the past answers. For (1), if we use a normal model to fit the past answers, we

only need two variables to store the mean and the variance of the past answers

to obtain the prior knowledge of the current one. Also, the time for updating

them is constant. Moreover, the computation of the posterior mean in Eq. 5.3

is also constant. For (2), we apply the two-sample t-test which only requires two

more variables to store the extra statistical information. The time required for
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the test is also constant. Therefore, the overhead introduced by our algorithm is

negligible. However, we show in the experiments that the improvement produced

by our technique is so significant.

5.6 Experiments

The main purpose of our experiments is to test the effectiveness of our quality-

enhancement technique for different kinds of aggregation queries and applications,

and their robustness under concept changes. Moreover, we want to measure the

computation and storage overhead introduced by this quality-enhancement step.

5.6.1 Experimental Setup

We ran our experiments on a Linux server with 1024MB of main memory. The

dataset used contains an hour’s worth of all wide-area traffic between the Lawrence

Berkeley Laboratory and the rest of the world. This dataset is available for

download from the Internet Traffic Archive [DMP]. Each record consists of six

attributes including one timestamp column, which represents the timestamp of

packet arrival and five integer-valued columns, srcHost, destHost, srcPort, dest-

Port, and packetSize, which represent the source host, destination host, source

TCP port, destination TCP port and number of data bytes in the packet respec-

tively.

Moreover, we generated other datasets where we kept the first five attributes

and generate synthetic values for the sixth attribute(packetSize). For testing the

ability of adapting to concept changes, we modeled a concept drift scenario by

changing the distribution of packetSize from one distribution to others over time;

For testing the ability of finding k-means, we generated a dataset with mixture

distribution on the packet size.
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To test the quality-enhancement ability of our approach, we only need a simple

query network which consists of one stream source and a selection operator to

filter based on source ports. In the experiments, we select srcPort < 1024 which

are all the well-known source port numbers. The queries computed windowed

sums, quantiles, k-means and naive bayesian classifier. There is one load shedder

between the stream and the selection operator. When overload occurs, we use

the load shedding technique proposed in [BDM04] to find the sampling rate of

the load shedder.

We compared the results of three methods Approximate, Posterior, Exact,

where:

• Approximate uses the random sample of the input stream produced by load

shedding policy in [BDM04] to obtain an approximate answers,

• Posterior uses the quality enhancement step described in Section 5.3.3 to

improve the answers obtained by Approximate, and

• Exact uses the complete input stream to obtain the exact answers as a

control.

Their continuous answers for every second are plotted. Also, the average

relative errors of Approximate and Posterior will be reported in each experiment.

5.6.2 Accuracy Estimate

SUM: The aim of this experiment is to test the quality enhancement ability of

our method for computing sliding windowed SUM. In this experiment, we use the

original LBL dataset and we use all the answers from the past to learn the prior

distribution on the current answer. In Table 5.1, with an average sampling rate
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for the load shedder of 0.4. we see a slight improvement (4.6%) of the posterior

method.

Sampling rates Approximate Posterior

0.40 0.137704 0.131343
0.20 0.265904 0.252955
0.04 0.699959 0.641931

Table 5.1: Average Relative Errors for different sampling rates.

We increased the arrival rate of the data streams and reduce the sampling rate

of the approximate answers which satisfies maximum load constraint as described

in [BDM04]. As shown in Table 1, there is an 4.8% improvement when the

average sampling rate is 0.2. The improvement reaches to 8.3% when the average

sampling rate is reduced 0.04. The observed answer becomes more uncertain and

the variance of the error distribution becomes larger, and thus the information of

the prior knowledge is weighted more than the observed answer. In the expression

of the mean of the posterior µt(in Section 5.3.3), µt is dominated by the mean of

the prior µs and the observed answer become less important. Also, the error of

posterior σ2
t becomes smaller and the uncertainty is further reduced, as discussed

in Section 5.3.3. This explains how the quality-enhancement process can make a

further improvement when the sampling rate is reduced.

To demonstrate that our approach also works for non-normal prior, we employ

two statistical tests to test whether the above prior is normally distributed. First

we use the Kolmogorov-Smirnov statistical test to test whether the prior is normal

with sample mean and variance. In this case, the maximum vertical deviation

between two cumulative distribution functions (D-statistics) is 0.2852 and the
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p-value is 5.6e−29, which indicates that the hypothesis (i.e. the prior is normal)

is very likely to be rejected. Then we use the Lilliefors test to test whether the

prior is normal with unspecified mean and variance. We got the same conclusion

that the prior is not normally distributed. This demonstrates that our method

can obtain significant improvements even for the non-normal prior.

k-Means Clustering: In this experiment, we test the ability of finding k means

for clustering purpose under a stationary data source. For the dataset, we gener-

ated the values for the attribute size from the mixture of two gaussian distribu-

tions. Then we test the ability of different methods for finding 2 means (k = 2)

on the attribute size. Figures 5.3 and 5.4 show the relative errors of two methods

over time for the first mean and the second mean respectively. Moreover, the

average relative errors are reported in Table 5.2. Thus, the posterior method sig-

nificantly outperforms the approximate method that does not consider the prior

knowledge about the answers.
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Figure 5.3: Relative Error for the first mean.
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Figure 5.4: Relative Error for the second mean.
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Mean Approximate Posterior

1st 0.159499 0.064339
2nd 0.094051 0.032238

Table 5.2: Average Relative Errors for 2-means

Naive Bayesian Classifier: We further test the ability of improving the naive

bayesian classifiers. We used a tic-tac-toe data set [BM] and naive bayesian

classifier and try to predict the result of a possible board configurations. We use

90% of examples to be our training set and 10% to be our test set. Each entity

has 9 symbolic attributes for recording the status of 9 blocks. We build a classify

using data sets with different sampling rates. The average improvement on the

classification accuracy produced by our quality-enhancement step is about 2%.

To improve the predictive performance of the naive bayesian classifier, we may

use some bagging and boosting technique to stabilize the base learner.

5.6.3 Concept Changes

Quantiles: The aim of this experiment to test the quality enhancement ability

of our method to compute the quantiles on sliding windows and to test whether

our method can adapt to concept drifts. For the dataset, we generated synthetic

values for the attribute size with distribution changes from one distribution to

others over time. The distribution of the concept changes can be seen from the

curve of the exact answers in Figure 5.5. We applied the two-sample t-test [Lar82]

to our algorithm to detect concept changes. In the figures, we observe that the

performance of our method degrades slightly when a change occur. For instance,

there is a abrupt distribution change around t = 15. The errors of our technique
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(Posterior) is slightly increased at that time. The error is even larger than the

method without prior utilization (Approximate). This is consistent with the fact

that prior knowledge often provide some wrong information about the current

answers when there is concept change. However, our method can adapt to the

changes very quickly. The average relative errors of the approximate answers of

both methods reported in Table 5.3 shows that the overall improvement provided

by our method is almost above 19%, which is very significant.
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Figure 5.5: Continuous Answers for Windowed Quantiles (20%, 40%, 60%, 80%).
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p-th quantile Approximate Posterior

20% 3.301581 2.667624
40% 1.585431 1.556009
60% 0.296128 0.202173
80% 0.208330 0.133511

Table 5.3: Average Rel. Errors for every quantile.

5.6.4 Computational Overhead

In Section 5.5, we showed that the storage used to perform the quality-enhancement

step is negligible. We test the time spent for each kind of query including SUM,

QUANTILE and K-MEANS in Table 5.4. Note that there are only minimal over-

heads required by our technique: for the first two queries, there are only < 1%

overhead introduced by the quality-enhancement module. Because the queries of

k-means requires to reassign the label for each tuple after obtaining the improved

means, the overhead is about 3%, which is quite small when we got the significant

improvements from this step.

Query Approximate Posterior

SUM 200 200
QUANTILE 1230 1240
K-MEANS 960 990

Table 5.4: Time(in ms) for each query.
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5.7 Conclusion and Future Work

Because of the high data rates and real-time response requirement characteristics

of data streams, it is very important that data stream management systems be

able to optimize the usage of sampling techniques to satisfy the limits imposed

by resource constraints. To deal with this problem, previous work have provided

accuracy estimate for basic SQL aggregates [BDM04]. In this work, we have

provided new error models for a range of useful functions which, in addition to

traditional SQL aggregates, include order statistics and data mining functions.

Moreover, we have proposed a technique to combine our error models with the

statistical information from the past to further improve the quality of the query

answers with minimal time and space overheads. Experiments on synthetic and

real-life data sets demonstrate that this approach improves the quality of results

under both the scenarios of stationary data sources and data with concept drift.

These results suggests that the combined quality enhancement of answers in

the output can be optimized by selecting the best sampling rates on the input

data streams under maximum load constraints. This will be a subject of future

work.
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CHAPTER 6

Conclusion

Developing Data Stream Management Systems (DSMS) is becoming very impor-

tant due to the emergence of a new generation of data stream applications with

unique properties. In this dissertation, we have investigated some of the key

technical problems faced by DSMS, and made technical contributions on

• data stream query languages,

• new algorithms for mining data streams, and

• approximate schemes for data stream query processing.

For data stream query languages, we first studied the limitations of SQL and

other relational languages in expressing continuous queries on data streams. A

main limitation follows from the fact that only nonblocking operators can be

used in continuous queries. We thus characterized nonblocking queries as mono-

tonic queries, and showed the incompleteness of relational query languages on

these queries. To address this lack of expressive power, we investigated user-

defined aggregates natively defined in SQL itself, and proved that these make

SQL (i) Turing-complete on stored data, and (ii) complete on data streams in-

sofar as all expressible monotonic functions can now be expressed using only

nonblocking query operators. Furthermore, we illustrated the effectiveness of the

proposed extensions on complex applications involving time-series queries, and

mining queries.
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We then turned to the problem of mining and processing data streams. We

proposed an incremental classification algorithm (ANNCAD) which uses a multi-

resolution data representation to find adaptive nearest neighbors of a test point.

The algorithm achieves excellent performance by using small classifier ensembles

where approximation error bounds are guaranteed for each ensemble size. The

very low update cost of our incremental classifier makes it highly suitable for data

stream applications. Tests performed that ANNCAD works well in a wide range

of applications such as image recognition and censor surveying.

We finally focused on the problem of approximate query processing for data

streams. Here, we first analyzed the unique problems faced by processing multi-

joins, which is one of the most common but computational intensive queries for

streaming data. We analyzed the expected tuple gain of the join operation and

proposed several priority measures for a number of practical objectives. We then

proposed an algorithm called MSketch for computing approximate multi-joins

and studied its performance thoroughly. Furthermore, we also studied a number

of alterative algorithms for computing approximate multi-joins and found that

MSketch outperforms other algorithms.

Furthermore, we proposed a quality-enhancement method for improving the

accuracy of the approximate answers when only a random sample of the data is

available. The main idea is to incorporate prior knowledge about the answer into

its error model to reduce the uncertainty of the answer. Our algorithm works well

on ordered statistics queries and data mining functions, in addition to traditional

aggregates. We also extended our algorithm to handle concept changes in the

data.

In summary, the work we proposed for managing data streams is novel and

efficient, and can be effectively applied to applications involving streaming data,
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such as patient health monitoring, sensor network monitoring, network security,

and financial analysis, etc.

Future Work On the problem of query processing, we focused on developing

approximation approaches to load shedding problem. One possible area of future

work is optimizing load shedding and quality of service policies for applications

consisting of more complex operators. These include stateful operators such as

joins. Indeed, one promising solution to the load shedding problem induced by

our work is to combine our approximation techniques for optimizing global load

shedding policies and policies for multi-joins.

Another area that deserves further investigation is the support of different

Quality-of-Service (QoS) measures for different kinds of applications. In the

past, various load shedding techniques were developed to support several kinds

of QoS [TSZ03], such as latency, value-based and loss-tolerance. However, load

shedding techniques that optimize aggregate accuracy for a mixture of services are

still lacking, although they are needed in many applications. Thus, a promising

research line consists of extending the techniques proposed in Chapter 5 to address

these cases.
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